Perceiving Creativity in the Age of AI: How Labels, Beliefs, and Familiarity Shape
Evaluations of AI-Generated and Human-Created Art

Daniel Koo,' Jiechao Gao,” Yuandong Pan,’ Jie Wang,” Michael D. Lepech?

!'The Nueva School
2Stanford University
dankoo @nuevaschool.org, jiechao@stanford.edu, ydpan @stanford.edu, jiewang @stanford.edu, mlepech @stanford.edu

Abstract

Generative artificial intelligence has made it easier than
ever to produce images that resemble human-created art, but
judgments of these works remain shaped by more than ap-
pearance alone. This study examines how people evaluate
Al-generated and human-created art across age groups and
survey-language contexts through a multilingual survey ad-
ministered in English, Chinese, Korean, and Japanese. Using
responses from 150 consenting participants, we analyze both
general beliefs about Al and creativity and artwork-level eval-
uations of six visual stimuli. The results show that works per-
ceived as human-made were rated more favorably than works
perceived as Al-generated across dimensions such as orig-
inality, authenticity, technical skill, and professional appro-
priateness. Familiarity with Al was associated with greater
openness toward Al creativity, while formal creative training
was associated with stronger skepticism. Survey-language
groups also differed in their views of Al as a creative agent
and in their perceptions of threat to artists’ livelihoods. At
the same time, respondents showed strong agreement on the
need for transparency and labeling, but much less agreement
on authorship and intellectual-property ownership. Because
younger people will help shape the future cultural and insti-
tutional response to generative Al, the study also gives par-
ticular attention to the attitudes of under-18 and young adult
respondents. Overall, the findings suggest that responses to
Al-generated art in this sample are structured not only by aes-
thetic judgment, but also by beliefs about authorship, inten-
tion, legitimacy, and the role of human creativity.

Introduction

Recent advances in generative artificial intelligence have
changed the scale and visibility of machine-made cultural
production. Al systems can now generate images, music,
text, and video that many viewers find compelling (Epstein
et al. 2023), which has pushed old questions about creativ-
ity, authorship, and artistic value into everyday public dis-
cussion. At the same time, public reaction to Al-generated
art has been far from simple. People do not judge such
works only by how they look or sound. They also respond
to what they believe about the source of the work, the role of
human intention, the presence or absence of emotion and
lived experience, and the broader effects of Al on artists
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and culture. Prior research suggests that viewers may find
Al-generated outputs visually appealing while still treating
them differently from human-made works once authorship is
made salient (Bellaiche et al. 2023). Other studies show that
labeling a work as Al-generated can lower evaluations even
when the underlying image is unchanged (Chiarella et al.
2022). Together, these findings suggest that judgments of Al
art are shaped not only by aesthetics, but also by ideas about
agency, authenticity, and value (Demmer et al. 2023; Millet
et al. 2023).

This study uses a cross-generational and multilingual
survey focused on public perceptions of Al-generated and
human-created art. Rather than treating the issue as a simple
matter of whether people “like” Al art, the project asks how
respondents define creativity when Al is involved, whether
they believe art requires specifically human qualities, and
how judgments shift when people think a work was made by
a human or by Al. A central question in this study is the dis-
tinction between Al as a tool and Al as an artist. A person
may accept Al as something that assists human creativity
while still rejecting the idea that Al itself can be a legitimate
creative agent (Latikka et al. 2023).

This study also addresses two gaps in the current litera-
ture. First, much of the existing work has been conducted
in single-country settings, which makes it difficult to know
whether attitudes toward Al-generated art travel across cul-
tural contexts. Second, while many studies compare Al-
labeled and human-labeled works, fewer examine how judg-
ments vary across generations within the same research de-
sign. By comparing responses across English, Chinese, Ko-
rean, and Japanese survey-language contexts, and across age
groups within the sample, this study asks how perceptions of
Al-generated art differ across the communities represented
in this dataset. Accordingly, this paper asks four main ques-
tions:

* First, how do people evaluate Al-generated art relative
to human-created art on dimensions such as originality,
authenticity, emotional impact, technical skill, and value?

» Second, how does perceived or disclosed authorship
shape those judgments?

* Third, to what extent do respondents treat Al as a creative
tool versus a creative agent?

* Fourth, how do these attitudes vary across age groups and



across national or language contexts?

By answering these questions, the study aims to clarify
what public reactions to Al-generated art reveal about con-
temporary ideas of creativity, human authorship, and the fu-
ture of cultural production. Because the sample includes a
substantial number of younger respondents, the study also
gives particular attention to how under-18 and young adult
participants differ from older groups in their views of Al-
generated art.

Literature Review

The recent public rise of Al art created the conditions for
these debates. Media attention around high-profile events
such as the Christie’s sale of Portrait of Edmond de Be-
lamy helped move AI art from a technical niche into main-
stream cultural conversation (Schneider and Rea 2018). That
moment did not settle whether Al art should be taken seri-
ously as art, but it did force wider audiences to confront the
possibility that machine-generated works could circulate in
galleries, markets, and public debate alongside human-made
work. Since then, the question has shifted from whether Al
can produce culturally visible outputs to how those outputs
should be interpreted, valued, and governed. Early schol-
arship on this shift argued that Al-generated works should
be taken seriously within broader discussions of medium,
creativity, and artistic status (Mazzone and Elgammal 2019;
Cheng 2022).

A major line of research shows that source attribution
matters. Experimental studies have found that the same or
visually similar works are judged less favorably when la-
beled as Al-generated than when labeled as human-made
(Jr., White, and Iyengar 2023). The negative effect of Al la-
beling has appeared in judgments of creativity, skill, value,
and artistic legitimacy. More recent work suggests that this
gap is shaped more by explicit judgment than by percep-
tual processing itself (Cunningham, Radvansky, and Brock-
mole 2025). In other words, people may not literally see an
image differently, but the meaning they attach to the work
changes once they believe Al made it. At the same time,
perception studies complicate any simple claim that people
dislike AI art outright. Al-generated images can be visually
preferred while still being identified above chance, suggest-
ing that preference and source judgment do not always move
together (van Hees et al. 2025). Related work also shows
that exposure to Al-attributed art can shape not only aes-
thetic judgments but also broader evaluations of Al as a
creative mind and of art careers more generally (Malecki,
Messingschlager, and Appel 2025). Similar patterns appear
in implicit-attitude research, which finds that people may
hold negative automatic responses to Al art even when their
explicit judgments are more mixed (Zhou and Kawabata
2023).

A second line of work focuses on how creativity should be
defined when Al is involved. Philosophical writing frames
the issue as a deeper question of whether machines can sat-
isfy the criteria by which art and artistic creation are judged
in the first place (Coeckelbergh 2017). Empirical studies
also suggest that people separate the visual quality of a work

from the kind of agency they believe produced it. Survey re-
search on attitudes toward Al in art shows that people often
treat Al differently when it is imagined as a tool rather than
as an artist in its own right (Latikka et al. 2023). Interview-
based work with artists and computer scientists similarly
shows that debates about Al and creativity are not only
about outputs, but also about process, agency, and the role
of human participation (Wingstrém, Hautala, and Lundman
2024). Experimental work on personalized Al art reaches a
related conclusion: greater human involvement can increase
the credit assigned to the human user without making the
work seem more beautiful or more genuinely artistic (Khan
et al. 2026).

Research on Al art also turns to labor, ethics, and the
broader consequences of generative Al. Platform-level ev-
idence suggests that adopting generative Al can increase
productivity and audience engagement while also reducing
average novelty and pushing visual output toward greater
stylistic sameness over time (Zhou and Lee 2024). Research
on artists’ labor markets asks whether generative Al substi-
tutes for artists, complements them, or reshapes employment
in more complicated ways (Makridis 2025). Interview stud-
ies with practicing digital artists add another layer, show-
ing that many professionals view Al art not simply as a new
medium but as a challenge to artistic agency, consent, and
fair compensation (Zhang, Wilson, and Amos 2025). Re-
lated work on media industries makes a similar point by link-
ing generative Al to broader fears about the disappearance
of human creative labor (Bender 2025).

Existing research suggests that public responses to Al art
depend on more than output quality alone. Attribution, in-
tention, anthropocentric beliefs, labor concerns, and prior
experience with technology all affect how people judge
Al-generated work. Yet explicitly comparative evidence re-
mains limited. Recent cross-cultural survey research across
the United States, Japan, and China suggests that attitudes
toward Al art vary across national settings, especially around
ethics, optimism, and the role of human creativity (Bao
2025). The present study builds on that emerging com-
parative literature by examining public perceptions of Al-
generated and human-created art through a multilingual sur-
vey that compares respondents across both age groups and
national or language contexts.

Methodology

This study used a cross-sectional, multilingual survey design
to examine public perceptions of Al-generated and human-
created art. It combined closed-ended items, artwork-rating
tasks, and open-ended responses. The survey had three main
goals: first, to compare how respondents judge Al-generated
and human-created art; second, to test whether perceived
or disclosed authorship changes those judgments; and third,
to examine how those attitudes vary across age groups and
across national or language contexts. The survey was admin-
istered in four language versions: English, Chinese, Korean,
and Japanese.



Participants and Data Cleaning

The raw survey export contained 163 rows. For analysis,
we retained only respondents who explicitly consented to
participate and removed non-consenting entries as well as
form-artifact rows carried over from the multilingual survey
export. The final cleaned sample included 150 respondents.
Of these, 105 completed the English version, 28 completed
the Chinese version, 10 completed the Korean version, and 7
completed the Japanese version. Because the survey was dis-
tributed through convenience channels rather than probabil-
ity sampling, the resulting sample was uneven across groups.
The sample was also age-skewed, with a large share of re-
spondents falling below age 18. These features do not in-
validate the survey, but they do mean that country and age
comparisons should be interpreted as exploratory and direc-
tional rather than population-level estimates.

Survey Structure and Procedure

The survey consisted of four main parts. The first section
collected demographic and background information, includ-
ing age, gender, education, country of residence, formal cre-
ative training, frequency of art engagement, frequency of
creative practice, familiarity with Al creative tools, prior Al-
use history, comfort using Al for creative purposes, and self-
assessed knowledge of generative Al.

The second section measured general beliefs about Al
and creativity. Respondents rated their agreement with state-
ments about whether Al-generated art can be as creative
as human-produced art, whether it can be as emotionally
impactful, whether artistic creativity requires human inten-
tion or consciousness, whether Al threatens artists’ liveli-
hoods, whether Al expands creative possibilities, whether
Al should be considered a legitimate creative agent, whether
human-created art possesses qualities Al cannot replicate,
and whether Al diminishes the cultural value of art overall.
Additional items asked about preference for human versus
Al-created work, willingness to purchase Al-generated art,
willingness to consume Al-created entertainment, whether
Al attribution changes perceived value, and whether Al-
generated art can be trusted in emotionally sensitive settings.
The survey also included governance and ethics items on la-
beling, award eligibility, appropriation, authorship, regula-
tion, training-data disclosure, and stylistic imitation of liv-
ing artists. Finally, respondents answered questions about
personalized Al art, including comfort with data-driven per-
sonalization, willingness to share personal data, and whether
personalization would increase meaning or reduce shared
cultural experience.

The third section was an artwork-evaluation task. Each
respondent evaluated six artworks, producing 900 artwork-
level evaluations in total. For each artwork, respondents first
indicated who they believed created the work, choosing be-
tween a human and an Al system, and then reported their
confidence in that judgment. They then rated the work on
multiple dimensions: originality or creativity, technical skill
or craftsmanship, emotional impact, aesthetic appeal, au-
thenticity, personal meaningfulness, likelihood of displaying
or revisiting the work, and appropriateness for professional

or public art contexts. After these initial judgments, respon-
dents were shown a creator label supplied by the survey and
were asked whether seeing that label made them evaluate the
work more positively or more negatively overall, as well as
how strongly the label influenced their interpretation. This
structure allowed us to separate initial aesthetic judgment
from later responses to source attribution.

The final section included open-ended questions. Respon-
dents were invited to describe what most influenced their
judgment of an artwork’s creator, what they believe distin-
guishes human creativity from Al-generated creativity, how
they think Al-generated art will affect culture and artistic la-
bor, and any additional thoughts they had about AI and cre-
ativity. These responses were included to capture reasoning
that could not be fully reduced to numeric scales, especially
around intention, emotion, lived experience, ownership, la-
bor, and fairness.

Survey Stimuli

The artwork-evaluation task used six visual stimuli shown to
all respondents. The set was designed to include works that
varied in style, subject matter, and likely source cues so that
respondents would have to make judgments not only about
aesthetic quality but also about authorship, authenticity, and
perceived intention. The goal was not simply to test whether
participants could identify Al-generated images, but to ob-
serve how different kinds of visual features shaped judg-
ments of creativity and creator identity across multiple art-
works. The Al-generated images used in the survey were
created with Google Gemini. Human-created works were in-
cluded to provide comparison points across the same evalu-
ation dimensions. The stimulus set was intended to create
contrast between human-made and Al-generated visual pro-
duction while still allowing respondents to rely on their own
interpretations rather than being told the source in advance.

In the appendix, we show the whole survey. A limitation
of this stimulus design is that some human-created works
may have been recognizable to respondents. This means
that some source judgments may reflect prior familiarity or
memory rather than purely visual inference. For this reason,
the artwork task is best interpreted as a study of perceived
creator identity and label response, not as a clean test of
whether respondents can detect Al-generated art from visual
features alone.

Measures

Most attitudinal items were measured on five-point Likert-
type scales, with higher values indicating stronger agree-
ment, greater comfort, or more positive evaluation, depend-
ing on the item wording. The artwork-evaluation items also
used ordered rating scales so that respondents could com-
pare works across multiple dimensions. Preference and pol-
icy questions were captured through categorical response
options. For analytic clarity, the study distinguishes between
three kinds of measures: (1) baseline beliefs about Al and
creativity, (2) artwork-level evaluations of specific pieces,
and (3) normative views about labeling, ownership, gover-
nance, and personalization. This distinction is important be-
cause a respondent may rate an image as visually strong



while still rejecting Al as a legitimate artist or opposing
strong ownership claims over Al-generated work.

Analytic Strategy

We analyzed the data in several stages. We began by
cleaning the raw survey export, retaining only respondents
who explicitly consented to participate and removing non-
response artifact rows carried over from the multilingual
form structure. All analyses reported below are based on
the resulting cleaned sample of 150 respondents. We then
computed descriptive statistics for the respondent pool and
key belief items. For closed-ended belief items, we report
means and standard deviations on the original five-point re-
sponse scales. For categorical policy and ownership items,
we report response percentages. Because each respondent
evaluated six artworks, this portion of the dataset produced
repeated artwork-level observations. We used these obser-
vations to compare average ratings across perceived cre-
ator categories and across artworks. To examine whether
perceived authorship shaped evaluation, we compared mean
ratings for works guessed to be human-made versus works
guessed to be Al-generated across eight dimensions: orig-
inality, technical skill, emotional impact, aesthetic appeal,
authenticity, meaningfulness, revisit likelihood, and pro-
fessional appropriateness. For these comparisons, we used
Welch two-sample t tests because the group sizes and vari-
ances were not assumed to be equal. Beyond these com-
parisons, we examined label effects using the post-label
change variable recorded after respondents saw a creator la-
bel for each artwork. We tested whether the average post-
label shift differed from zero overall and by artwork using
one-sample t tests, then compared mean post-label shifts
across works initially guessed to be human-made and works
initially guessed to be Al-generated. Because the exported
survey file does not separately store a clean variable for
the exact revealed label condition in a form suitable for ev-
ery artwork-level comparison, these label analyses are inter-
preted as evidence of post-disclosure change rather than as
a fully randomized causal estimate of label effects. Finally,
we examined respondent-level predictors of Al-art attitudes.
To study how familiarity and experience shaped perceptions,
we estimated Pearson correlations between continuous or
ordered measures such as Al familiarity, comfort using Al
creatively, and key belief items. To compare groups such as
respondents with and without formal creative training, we
used Welch two-sample t tests. To assess differences across
survey-language groups, we used one-way analyses of vari-
ance for selected belief items central to the paper’s claims.
Because the language groups were uneven in size, especially
for Korean and Japanese respondents, these comparisons are
interpreted as exploratory.

In addition to the quantitative analyses, we conducted an
exploratory thematic review of the open ended responses.
These responses were read across the four final text ques-
tions concerning creator judgment, distinctions between hu-
man and Al creativity, anticipated effects on culture and
artistic labor, and additional comments on Al and creativ-
ity. Rather than treating these responses as a fully formal
qualitative coding study, we used them to identify recurring

interpretive themes that could clarify the meaning behind the
quantitative patterns. Particular attention was given to recur-
ring references to intention, emotion, effort, visual artifacts,
authenticity, labor displacement, and the distinction between
Al as a tool and Al as an artist.

Finally, we organized the findings around six core claims
that emerged consistently across the descriptive and infer-
ential analyses: perceived creator identity shaped artwork
evaluations, label disclosure altered reactions at the artwork
level, Al familiarity increased openness while creative train-
ing increased skepticism, survey-language groups differed in
key beliefs, respondents agreed more on transparency than
on ownership, and respondents were more open to Al as a
tool than to Al as an artist.

Ethical Considerations and Study Limitations

The survey was presented as voluntary research, did not re-
quest direct personal identifiers, and included a consent step
before participation. All responses were analyzed anony-
mously. At the same time, several limitations should be
stated clearly. The sample was a convenience sample, not
a representative national survey. Group sizes were uneven
across survey-language versions, and the sample included a
disproportionately large number of younger respondents. In
addition, the English-language group should not be treated
as identical to the United States as a whole, even if many re-
spondents in that group were U.S.-based. These limits mean
the study is best understood as identifying meaningful pat-
terns in public perception rather than estimating fixed na-
tional attitudes. The value of the project lies in showing
how judgments of Al-generated art are structured, what di-
mensions of authorship and authenticity matter most, and
where attitudes begin to diverge across age, experience, and
cultural context. Open-ended responses also suggest that
some source judgments may have been influenced by ex-
plicit stimulus cues, including recognizable or familiar art-
works, rather than by aesthetic evaluation alone. This is an
important limitation because participants who recognized
a work could rely on memory rather than on visual judg-
ment. Future studies should use unfamiliar, matched stim-
uli or newly commissioned human-created works to better
isolate the effect of perceived authorship. In addition, the
Korean and Japanese subsamples are small, so any compar-
isons involving those groups should be treated as especially
tentative and interpreted as exploratory rather than robust
cross-national estimates.

Results and Discussion

This section presents findings from 150 consenting respon-
dents across four survey-language groups: English (n =
105), Chinese (N = 28), Korean (n = 10), and Japanese
(n = 7). The analyses below draw from both respondent-
level belief items and artwork-level evaluations. For the art-
work task, each respondent evaluated six works, producing
900 artwork-level evaluations before item-level missingness
is taken into account.
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Figure 1: Mean artwork ratings by perceived creator across
eight evaluation dimensions.

Finding 1: Perceived Creator Identity Strongly
Shaped Artwork Evaluations

Across the artwork-evaluation task, works that respondents
believed were human-made were rated higher than works
they believed were Al-generated on every evaluation dimen-
sion. The largest gaps appeared in professional appropriate-
ness, authenticity, originality, and technical skill. For exam-
ple, works perceived as human-made received higher mean
ratings for professional appropriateness (M = 3:86) than
works perceived as Al-generated (M = 2:60, p < :001).
The same pattern appeared for authenticity (3:79 vs. 2:83),
originality (3:79 vs. 2:90), and technical skill (3:96 vs. 3:12),
with all comparisons statistically significant at p < :001.
Even on more subjective dimensions such as emotional im-
pact and meaningfulness, human-attributed works were still
rated more favorably.

Table 1 reports the mean ratings by perceived creator
across all eight evaluation dimensions, and Figure 1 shows
the same pattern visually. Across every measure, works
guessed to be human-made received higher ratings than
works guessed to be Al-generated. This pattern suggests that
respondents were not judging the artworks only by visible
features. Their beliefs about who made the work shaped
how original, authentic, skillful, and meaningful the work
seemed.

Finding 2: Label Disclosure Changed Reactions,
but Not in One Uniform Direction

When responses were pooled across all artworks, the aver-
age post-label shift was close to zero (M = —0:01, p =
:665), which means label disclosure did not move judgments
in one single overall direction. Three works showed posi-
tive mean shifts after label disclosure, while three showed
negative mean shifts. Artwork 5 showed the largest positive
change (M = 0:45, p < :001), while Artwork 4 showed the
largest negative change (M = —0:44, p < :001). Artworks
1 and 6 also shifted in a positive direction, while Artworks 2
and 3 shifted in a negative direction.

A second pattern appeared when artworks were grouped
by respondents’ initial guesses. Works that were initially
guessed to be human-made showed a more positive mean

Post-label shifts differ across artworks

Mean post-label change (-2 to +2)

v
1 2 3 Mostly glessed Al 5 6
Artwork

Figure 2: Mean post-label rating change by artwork. Positive
values indicate a more favorable reaction after label disclo-
sure, while negative values indicate a less favorable reaction.

post-label shift than works initially guessed to be Al-
generated (0:14 vs. —0:17, p < :001). This does not show
that respondents always reacted in exactly the same way af-
ter learning the source, but it does show that disclosure mat-
tered and that its effect depended in part on what respondents
already believed before seeing the label.

Table 2 reports the mean post-label change for each art-
work, and Figure 2 shows that these shifts did not move in
one uniform direction. Instead, some artworks became more
positively evaluated after disclosure, while others became
less positively evaluated.

Finding 3: Familiarity with AI Increased Openness,
While Creative Training Increased Skepticism

At the respondent level, greater familiarity and comfort
with Al were associated with more favorable views of Al-
generated art. Familiarity with Al creative tools was posi-
tively correlated with agreement that Al-generated art can
be as creative as human-produced art (r = :309, p < :001).
Comfort using Al for creative purposes showed an even
stronger relationship with that same belief (r = :373, p <
:001), and it was also positively related to viewing Al as a
legitimate creative agent (r = :399, p < :001).

At the same time, formal creative training moved in the
opposite direction. Respondents with formal creative train-
ing were less likely than respondents without such training
to agree that Al-generated art can be as creative as human-
produced art (M = 2:22 vs. 3:00, p < :001). They were
also less likely to agree that Al-generated art can be as
emotionally impactful (2:47 vs. 3:33, p < :001) and less
likely to treat Al as a legitimate creative agent (2:37 vs.
3:02, p = :008). By contrast, training did not change con-
cern about Al threatening artists’ livelihoods (3:87 vs. 3:85,
p = :950), which suggests that concern about labor effects
extended across both groups.

Al-use history showed a similar pattern to familiarity. Re-
spondents who had never used Al tools gave the lowest cre-
ativity ratings to Al art (M = 2:21), while respondents who
used Al frequently gave the highest (M = 3:50). The same



Table 1: Artwork ratings by perceived creator (Welch two-sample t tests).

Dimension Guessed Human Guessed Al A P
M (SD) M (SD)

Professional Appropriateness 3.86 (1.22) 2.60 (1.39) +1.26 <:001
Authenticity 3.79 (0.86) 2.83(1.17) +096 <:001
Originality 3.79 (0.86) 290(1.18) +0.89 <:001
Technical Skill 3.96 (0.89) 3.12(1.15) +0.84 <:001
Revisit Likelihood 3.26 (1.27) 2.50(1.32) +0.76 <:001
Aesthetic Appeal 3.67 (1.11) 3.13(1.16) +0.54 <:001
Emotional Impact 3.29 (1.11) 2.84(1.27) +0.45 <:001
Meaningfulness 3.02 (1.20) 2.56(1.32) +046 <:001

Table 2: Mean post-label change by artwork. Positive values
indicate more favorable reactions after disclosure.

Artwork Majority Guess Mean Change p

Table 3: Selected Al-art belief items by survey-language
group (1-5 scale). Japanese and Korean results should be
interpreted with caution because of small group size.

1 Human (65.3%) +0.29 <:001
2 Al (69.3%) -0.40 < :001
3 Al (85.3%) -0.26 <:001
4 Al (68.7%) -0.44 <:001
5 Human (70.0%) +0.45 < :001
6 Human (75.3%) +0.29 < :001

Creative training and Al use pull opinions in opposite directions

Mean agreement that Al art can be as creative as human art (1-/
n

ﬂé‘“\‘\q R
wo o

Figure 3: Mean agreement that Al-generated art can be as
creative as human-produced art by formal training status and
Al-use history.

gradient appeared for the belief that Al should be considered
a legitimate creative agent (2:12 among non-users versus
4:00 among frequent users). These results suggest that fa-
miliarity with Al and formal creative training shape attitudes
in different ways. As Al tools become more widespread,
this gap may widen: casual users growing more comfortable
while trained artists grow more resistant.

Figure 3 summarizes this split clearly. Respondents
with formal creative training were less likely to view Al-
generated art as genuinely creative, while greater personal
Al-use was associated with more favorable judgments.

Finding 4: Survey-Language Groups Differed in
How They Judged AI Art

Exploratory differences appeared across the four survey-
language groups. Agreement that Al-generated art can be as

Belief Item English Chinese Korean Japanese
Al can be as creative as humans 2.30 3.32 3.20 2.71
Al expands creative possibilities 2.96 3.71 4.20 2.71
Al threatens artists’ livelihoods 4.06 3.36 3.00 4.14
Al is a legitimate creative agent 2.44 3.68 2.60 2.00

creative as human-produced art differed significantly by lan-
guage group (F = 5:72, p < :001). The English-language
group was the most skeptical on this item (M = 2:30),
while the Chinese (M = 3:32) and Korean (M = 3:20)
groups were more open. The same pattern appeared for the
belief that Al expands creative possibilities (F = 6:19,
p < :001), where the Korean-language group gave the high-
est mean rating (M = 4:20), followed by the Chinese group
(M = 3:71).

Perceived threat to artists’ livelihoods also varied across
groups (F = 5:32, p = :002). The English-language group
reported the highest concern (M = 4:06), while the Chinese
(M = 3:36) and Korean (M = 3:00) groups were less con-
cerned. Views on Al as a legitimate creative agent showed a
similar divide (F = 6:82, p < :001): the Chinese-language
group was the most accepting (M = 3:68), while the En-
glish (M = 2:44) and Japanese (M = 2:00) groups were
less so.

These comparisons should be interpreted carefully. The
language groups are not the same thing as nationally rep-
resentative country samples, and the Japanese and Korean
groups are especially small. Even so, the pattern suggests
that attitudes toward Al-generated art may not be uniform
across the language communities represented in this dataset,
and future work should test this with larger and more bal-
anced samples.

Table 3 reports the group means for the four core belief
items, and Figure 4 shows the same cross-group pattern visu-
ally. The largest differences appear in judgments of whether
Al can be as creative as humans and whether Al expands
creative possibilities.
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Figure 4: Mean agreement on four core Al-art belief items
by survey-language group.
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Figure 5: Left: mean agreement on governance and
ethics items. Right: distribution of authorship credit and
intellectual-property responses.

Finding 5: Respondents Agreed on Transparency,
but Not on Ownership

The strongest normative agreement in the dataset appeared
around transparency. Respondents strongly supported the
statement that Al-generated artworks should be clearly la-
beled (M = 4:43) and the statement that Al systems
should disclose the nature of their training data sources
(M = 4:31). They also leaned toward agreement that Al-
generated art undermines traditional notions of authorship
(M = 3:89), should be regulated (M = 3:77), and con-
stitutes appropriation or exploitation of human creativity
(M = 3:57). By contrast, respondents were much less sup-
portive of Al-generated works being eligible for major artis-
tic awards (M = 2:43) or of it being ethically acceptable for
Al systems to imitate the style of living artists (M = 2:85).
At the same time, respondents did not converge on who
should receive authorship credit or intellectual property
rights. On authorship credit, the most common answer was
shared credit (27.3%), followed by no one (24.0%), then
users or prompters (18.0%). On intellectual property rights,
the most common answer was no one (39.3%), followed by
users (25.3%) and developers (16.7%). These distributions
were much more fragmented than the transparency items.
This matters because it shows that respondents have a
clearer sense of what should be disclosed than of how legal
or creative ownership should be assigned. The public seems
more ready to demand transparency than to settle on a stable

Table 4: Governance and ethics items (1-5 scale).

Item Mean
Al-generated artworks should be clearly labeled 443
Al systems should disclose training data sources 431
Al-generated art undermines traditional authorship 3.89
Al-generated art should be regulated 3.77
Al-generated art constitutes appropriation or exploitation ~ 3.57
Imitating living artists is ethically acceptable 2.85
Al-generated works should be eligible for major awards 2.43

People are more open to Al as a tool than as an artist

Mean response (1-5)
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Figure 6: Mean responses for tool-oriented versus artist-
oriented acceptance of Al in culture.

ownership rule.

Table 4 shows the mean responses to the governance and
ethics items, while Figure 5 pairs those averages with the
distributions of authorship-credit and intellectual-property
responses. Together, they show strong agreement on trans-
parency but much less agreement on ownership.

Finding 6: Respondents Were More Open to Al as
a Tool Than to AI as an Artist

One of the clearest patterns in the survey is the gap be-
tween support for Al-assisted creativity and support for Al
authorship. On average, respondents were more willing to
agree that Al expands creative possibilities (M = 3:14) than
to agree that Al should be considered a legitimate creative
agent (M = 2:66), and this within-respondent difference
was statistically significant (p < :001).

Many people are willing to accept Al as part of the cre-
ative process while still resisting the idea that Al itself can be
the true source of creativity, meaning, or artistic legitimacy.

Figure 6 shows this gap clearly. Respondents were more
open to Al in assistive or tool-oriented roles than to the idea
of Al as a legitimate artist in its own right.

Qualitative Themes from open-ended Responses

The open-ended responses help explain why respondents
evaluated Al-generated and human-created works differ-
ently. Table 5 summarizes the main themes that appeared
across the open-ended responses and shows how they con-
nect to the quantitative findings.

First, many respondents said that their judgments about
creator identity were influenced by specific visual cues such



Table 5: Recurring themes in open ended responses.

Theme

What respondents emphasized

Connection to findings

Visual source cues

Texture, brush strokes, blur, symmetry, lighting, realism, and Finding 1, Finding 2

other stylistic cues shaped judgments about whether a work was

human-made or Al-generated.

Human intention and emo- Human creativity was described in terms of intention, message, Finding 1, Finding 6
tion lived experience, emotional connection, and meaningful effort.
Labor and displacement Respondents frequently mentioned commissions, commercial Finding 4, Finding 5

concerns

Al as a tool, not an artist

design, marketing, and the possibility of artists being replaced
by cheaper Al-generated output.
Some respondents accepted Al for brainstorming, reference, Finding 3, Finding 6

personalization, or efficiency while still rejecting Al as a legiti-

mate creative agent.
Recognizable artworks

Some comments mentioned recognizable artworks or close re- Limitations

semblance to familiar works, suggesting that source judgments
were sometimes aided by familiarity.

as texture, brush strokes, symmetry, blur, lighting, shading,
and realism. Several respondents described Al-generated
images as looking too uniform, overly polished, or visu-
ally inconsistent in ways that shaped their guesses about
the source. Human-created works, by contrast, were often
associated with imperfect brushwork, variation, and more
intentional composition. This pattern reinforces the quanti-
tative finding that perceived creator identity shaped ratings
across dimensions such as authenticity, originality, and pro-
fessional appropriateness.

Second, respondents frequently distinguished human cre-
ativity from Al-generated creativity in terms of intention,
emotion, lived experience, and process. Many comments
suggested that human creativity was valued not only for the
final product, but for the fact that a person chose what to
make, for a reason, and invested time, labor, and feeling
into that process. Al, by contrast, was often described as
mimicry, replication, or recombination rather than genuine
creation. These comments align closely with the broader pat-
tern in the survey that respondents were more willing to ac-
cept Al as a tool than as a legitimate creative agent.

Third, many open-ended responses framed Al-generated
art as a labor and market issue rather than only an aesthetic
one. Respondents repeatedly raised concerns about commis-
sions, commercial design work, marketing, and the possibil-
ity that companies would replace human artists with cheaper
Al-generated output. At the same time, some respondents
drew a distinction between commercial or industrial use and
more meaningful artistic practice, suggesting that Al might
be tolerated in areas such as brainstorming, reference gen-
eration, or routine production while still being resisted in
galleries, fine art, or emotionally significant creative work.
This qualitative pattern helps explain the strong support for
transparency and regulation found elsewhere in the survey.

Fourth, a smaller but important set of responses treated
Al as a useful creative aid rather than a full substitute for
human creativity. These respondents described Al as help-
ful for brainstorming, concept generation, personalization,
or efficiency, while still maintaining that the final artistic
value of a work depended on human judgment, intention, or

refinement. This theme aligns with the broader finding that
respondents were more open to Al as a tool than as an artist.

The open-ended responses also revealed a methodological
issue with the survey stimuli themselves. Some respondents
noted that certain works were recognizable or closely resem-
bled familiar artworks. These comments suggest that source
judgments were influenced not only by aesthetic interpreta-
tion but also, in some cases, by familiarity and explicit vi-
sual hints. This should be acknowledged as a limitation of
the present study and addressed in future iterations of the
design.

Discussion

Overall, these results show that judgments of Al-generated
art are shaped by more than visual appearance alone. They
are shaped by perceived authorship, label disclosure, famil-
iarity with Al, creative training, and the cultural setting in
which respondents are situated. People may accept Al as
something that expands human creative possibilities while
still resisting the claim that Al is itself a legitimate artist.
That split helps explain why respondents can recognize the
usefulness of Al in creative workflows without extending to
it the same authenticity, originality, and legitimacy that they
attach to human-made art. This study also gives particular at-
tention to younger respondents because they are part of the
current and next generation of artists, audiences, consumers,
and decision-makers who will live with the long-term effects
of generative Al in culture.

Conclusion

This study shows that public judgments of Al-generated art
are shaped by far more than visual appearance alone. Across
the survey, respondents evaluated works differently depend-
ing on who they believed created them, whether authorship
information was disclosed, how familiar they were with Al
tools, whether they had formal creative training, and which
survey-language context they came from. One of the clear-
est patterns in the data is that many respondents were more
willing to accept Al as a tool that expands creative possibil-
ities than as a legitimate artist in its own right. The find-



ings also point to a broader governance tension. Respon-
dents strongly supported transparency, clear labeling, and
disclosure of training data sources, yet they did not converge
on who should receive authorship credit or intellectual prop-
erty rights for Al-generated work. Understanding how they
think about creativity, authorship, and artistic value is there-
fore important not only for interpreting current public opin-
ion, but also for anticipating how these norms may develop
in the future.

The study’s age-skewed and non-representative sample
means that these findings should be interpreted as ex-
ploratory rather than population-level. In particular, the sub-
stantial presence of younger respondents makes age compar-
isons especially important but also especially sensitive. Fu-
ture research should test these patterns with larger and more
balanced cross-national samples, clearer experimental label
conditions, and expanded qualitative analysis of how peo-
ple define creativity, intention, and artistic value when Al is
involved.
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Appendix
Example of the Survey

The survey was distributed in four language versions: En-
glish, Chinese, Japanese, and Korean. To ensure cross-
linguistic consistency, the original English version was
translated into the other three languages by native speakers,



followed by back-translation and reconciliation. For illus-
trative purposes, the English version of the survey is pre-
sented below as an example. The complete set of survey
items across all four language versions is available upon re-
quest.
































































































