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Abstract

Reference-free financial misinformation detection asks
whether a standalone paragraph is authentic or semantically
perturbed without retrieving external evidence. The shared
task is challenging because misleading examples can re-
main fluent while differing from authentic financial news
by only a small numeric, directional, or attributional edit.
We describe a two-stage system that combines LLM-guided
data augmentation with a multi-task encoder-based classifier.
Starting from real seed paragraphs, an LLM extracts com-
mitments, generates label-changing perturbations and label-
preserving controls, and filters candidates with overlap, edit-
ratio, and leakage checks. The ROBERTA-large encoder is
trained with binary classification, perturbation-family pre-
diction, novelty detection, cue-span supervision, contrastive
learning, and semantic-group ranking. An optional reranker
consults the LLM only on uncertain cases. On the develop-
ment split, the full system achieves 95.55% accuracy and
95.59% macro-F1 on the blind data set. The largest gains
come from benign controls and groupwise ranking, while at-
tributional and compositional edits remain challenging.

Introduction

Financial misinformation can be locally subtle. A paragraph
may remain fluent and domain-appropriate after a meaning-
changing edit to a number, direction, attribution, or tempo-
ral qualifier. In the reference-free setting, the detector cannot
retrieve a trusted source document and instead must decide
from the paragraph alone whether the text resembles an un-
perturbed benchmark paragraph or a semantically perturbed
variant. RFC-Bench formalizes this setting and shows that
it is substantially harder than paired or evidence-supported
diagnosis (Jiang et al. 2026).

Our system is designed around one central problem: a
detector trained only on synthetic edits can collapse to the
shortcut “this looks edited” rather than learning whether
meaning changed. To address this, we generate both label-
changing perturbations and label-preserving benign controls
from real seed paragraphs. We then group semantically re-
lated examples and train a detector that not only predicts the
primary label but also ranks benchmark-real anchors above
nearby perturbed variants.
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Our final system has three practical contributions. First,
we construct a filtered training pool of benchmark-real para-
graphs, synthetic perturbations, benign controls, and native
perturbed examples. Second, we train a group-aware in-
tegrity detector whose most important gains come from be-
nign controls and within-group ranking. Third, we option-
ally apply an LLM reranker only to a small uncertainty-
focused subset during blind inference. In line with the
shared-task setup, inference is reference-free: no external re-
trieval or evidence lookup is used at prediction time.

Related Work

The task is related to, but distinct from, evidence-based
fact verification. Benchmarks such as FEVER require exter-
nal evidence retrieval and justification (Thorne et al. 2018),
whereas the present setting removes that support and eval-
uates reference-free judgment directly. Our augmentation
strategy is also motivated by robustness work showing that
small semantic edits can expose brittle decision boundaries,
including contrast sets, behavioral testing, and adversarially
collected examples (Gardner et al. 2020; Ribeiro et al. 2020;
Nie et al. 2020). In financial NLP, recent work has focused
on domain-adapted language models (Araci 2019), numer-
ical reasoning (Chen et al. 2021), and financial misinfor-
mation benchmarks or instruction tuning (Liu et al. 2025;
Jiang et al. 2026). Our system combines these strands in a
paragraph-level, reference-free shared-task setting.

Method

Figure 1 summarizes the pipeline. The data-preparation
stage produces a frozen verified dataset that is consumed by
detector training. This separation is important because it pre-
vents blind-test-time prompt changes or augmentation drift
from affecting the reported classifier.

Task Definition

Let x denote a standalone financial paragraph andy € {0,1}
the primary label, where y = 1 indicates benchmark-real
and y = 0 indicates perturbed. When available, each exam-
ple may also include perturbation-family label f, semantic
group identifier g, and token-level cue labels c. The model
always outputs a binary integrity score and can optionally
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Figure 1: Overview of the proposed integrity detection framework. Real financial paragraphs are expanded via LLM-guided
perturbation generation and benign control creation, filtered for lexical and semantic consistency, and grouped by shared se-
mantics to form a frozen training pool. A multi-head integrity detector built on a shared ROBERTA-Large encoder is trained
with a primary binary integrity classification head, supplemented by auxiliary heads for perturbation-family prediction, novelty
detection, token-level cue supervision, and contrastive representation learning. Group-aware training prevents semantically re-
lated variants from crossing training, validation, and test splits. At inference time, the detector scores standalone paragraphs as
benchmark-real or perturbed, with an optional LLM re-ranking step applied only to uncertain cases.

emit auxiliary predictions for analysis. Auxiliary losses are
masked when labels are unavailable.

This setup is narrower than full truth verification: the de-
tector estimates whether a paragraph resembles an unper-
turbed benchmark example under the training distribution,
not whether its claims are globally true against external evi-
dence.

LLM-Guided Augmentation

Our training pool combines four data types: seed real, syn-
thetic perturbed, benign control, and native perturbed. The
benign controls are crucial because they reduce the shortcut
of predicting “edited” as “perturbed” and instead force the
detector to model whether meaning changed.

For each seed paragraph x, the LLM first extracts a set of
core commitments C(z) = {cy, ..., ¢y} and then proposes
two edit classes:

1. Label-changing perturbations, intended to alter one or
more commitments.

2. Label-preserving benign controls, intended to rewrite
surface form while preserving all commitments.

We use a fixed set of perturbation families, including nu-
meric magnitude changes, direction reversals, attribution or
entity swaps, temporal qualifier changes, and compositional
clause corruption. Benign controls include paraphrases, lo-
cal syntactic rewrites, discourse-level rephrasing, and com-
pression or expansion that preserves the original commit-
ments.

Statistic Value
Seed-real paragraphs 1462
Synthetic perturbed kept 3123
Benign controls kept 2567
Native perturbed examples 1765
Overall acceptance rate 86%
Average changed-token ratio  9.7%

Table 1: Augmentation summary for the frozen training
pool.

For source paragraph x and candidate x’, acceptance re-
quires

Tkeep (2, 2') = T[ovl(z, ") > Typin) - Ledit(z, 2") <
-TIleak(z") = 0] - T[cons(z’) = 1],

pmax]

where ovl is lexical overlap, edit is changed-token ratio,
leak flags banned leakage patterns, and cons checks label or
family consistency. The leakage filter blocks explicit mark-
ers such as “false,” “incorrect,” “misleading,” and prompt-
template residues that could make synthetic examples triv-
ially separable. Thresholds and prompts are tuned on devel-
opment data and then frozen before final blind inference.

Table 1 reports the resulting augmentation pool. We in-
clude it because the realism and balance of the synthetic data
are central to the method.



Semantic Groups and Anchors
To limit near-duplicate leakage, splitting is group-aware: se-
mantic groups, not individual rows, are partitioned into train,
development, and test. Each group contains one canonical
benchmark-real anchor and one or more semantically re-
lated variants. Anchors are selected from the unperturbed
benchmark side, and related perturbations are attached to the
same group. In our experiments, grouping is constructed by
embedding-based assignment, with average group size 5.
This structure supports both robust evaluation and within-
group ranking supervision. It also reduces the risk that near-
duplicate variants of the same paragraph cross split bound-
aries.

Integrity Detector

The integrity detector uses a ROBERTA-large encoder (Liu
et al. 2019). The core prediction head is binary classifi-
cation. We also include a small set of auxiliary heads for
perturbation-family and token-level cue prediction when
such labels are available. In the paper and ablations, we treat
these auxiliary heads as supporting objectives rather than
primary contributions.

Training minimizes

L= )\binEbin + /\famﬁfam + >\cue£cue + >\con£con + )\rankﬁranb

where the terms correspond to binary classification, optional
family classification, cue supervision, supervised contrastive
learning (Khosla et al. 2020), and ranking. For a group g

with a benchmark-real anchor x; and a related perturbed

variant x, let s(x) denote the logit or score assigned to the
real class. The ranking loss component is defined as

Lrank = max (0, m —s(x}) + s(z, ),

where the margin m > 0. This loss penalizes cases where a
perturbed variant receives a higher real score than its corre-
sponding anchor.

Inference and Selective Reranking

The primary inference mode is detector-only, with threshold
7* tuned on development macro-F1. We optionally apply a
second-stage LLM reranker only to examples selected by a
fixed uncertainty policy:

candidate if [pper(z) — 77| < €.

Here,  is the input paragraph, pper(2) is the detector proba-
bility of the perturbed class, 7* is the decision threshold se-
lected on the development split, and e is the uncertainty band
that controls how close to the boundary an example must be
to trigger reranking. We also experimented with auxiliary
uncertainty signals such as family ambiguity and high de-
tector entropy, but the simplest threshold-based trigger was
the most stable.

For reranked examples, the final prediction is obtained by
a fixed fusion rule or an override policy determined on de-
velopment data only. The reranker and its prompting policy
are frozen before blind evaluation. In the final report, we rec-
ommend disclosing the fraction of blind examples reranked
(5%), since this affects both latency and reproducibility.

Model Accuracy Recall Precision Macro-F1
FINBERT 93.40 93.46 93.54 93.40
ROBERTA-base 94.17 94.23 94.32 94.17
ROBERTA-large 94.79 94.87 95.15 94.78
Full integrity detector 94.94 95.01 95.19 94.94
Full detector + rerank 95.25 95.32 95.49 95.24

Table 2: Official blind-evaluation results from the challenge
server. Values are percentages.

If the shared-task submission format requires explana-
tions, we generate them from the same frozen inference
pipeline: cue spans are extracted from the detector or, for
reranked examples, summarized by the second-stage LLM.
These explanations are post-hoc justifications and do not re-
trieve external evidence.

Leakage Safeguards

Because the shared task includes blind evaluation and model
or script checks, we explicitly freeze prompts, thresholds,
filtering rules, and reranking policy before final submission.
We do not use external retrieval at inference time, and we do
not tune on blind labels. Group-based splitting and lexical
or semantic filtering reduce near-duplicate leakage between
train and evaluation partitions. These safeguards are impor-
tant because the benchmark is vulnerable to trivial artifact
learning if synthetic generation is not carefully controlled.

Experimental Setup

We evaluate on group-aware splits so that closely related
variants do not cross train and test. Internal model selec-
tion and ablations use the random_group split with val-
idation thresholding by macro-F1. We also report internal
robustness analysis on family_ holdout and crossed
settings when space permits. Following the shared-task pro-
tocol, headline results are reported from the official blind
evaluation server, which computes accuracy, precision, re-
call, and macro-F1 on hidden labels.

We compare the full system against FINBERT (Araci
2019), plain ROBERTA-base, and plain ROBERTA-large.
All neural baselines use the same train, development, and
test partitions. Explanations, when produced for submission
formatting, are generated by the frozen final pipeline and do
not affect threshold tuning. External raw-data sources used
during augmentation and training reference footnote'.

Results and Analysis

Table 2 summarizes our official blind-evaluation submis-
sions. The grouped detector outperforms plain binary fine-
tuning with the same encoder backbone, suggesting that the
gains are not due solely to model size.

Our main empirical finding is that two components carry
most of the improvement. First, benign controls reduce false
positives on harmless rewrites and make the task harder in a

"External raw-data sources used durin% augmentation and veri-
fication are documented in the references.



System Variant Dev Macro-F1

ROBERTA-large, binary only 75.31%
+ benign controls 84.17%
+ group ranking 85.43%
+ auxiliary heads 90.53%
+ selective reranking 91.12%

Table 3: Recommended ablation summary on the develop-
ment split.

useful way by separating “edited” from “meaning-changed.”
Second, groupwise ranking improves discrimination among
near-neighbor variants that share most of their surface form.
The auxiliary objectives are helpful but contribute less than
these two core design choices. We recommend showing this
explicitly through the ablation table in Table 3.

The error profile is uneven. Numeric substitutions are of-
ten detected when the change introduces a salient local in-
consistency, but attributional changes remain harder because
they can stay fully fluent and locally plausible. A second
challenge is compositional corruption: when only one clause
in a multi-clause paragraph is perturbed, the model often
captures the general financial topic while missing the de-
cisive relational edit. Selective reranking corrects some bor-
derline cases, but the gain is modest because it is only ap-
plied to a restricted uncertainty-focused subset.

Limitations

The system is a detector of integrity under a benchmark
training distribution, not a truth verifier. A paragraph pre-
dicted as benchmark-real is best interpreted as similar to
unperturbed training examples and unlike known perturba-
tion families; the model does not verify claims against ex-
ternal sources at inference time. A second limitation is that
LLM-generated perturbations, even after verification, may
not fully match naturally occurring misinformation. Third,
held-out-family generalization remains incomplete: perfor-
mance drops on unseen edit types and crossed splits, which
indicates residual dependence on the perturbation patterns
represented in training. Finally, if explanations are included
in submission output, we treat them as post-hoc justifications
rather than independently evaluated reasoning traces.

Conclusion

We presented a shared-task system for reference-free finan-
cial integrity detection that combines LLM-guided pertur-
bation generation, benign controls, semantic-group ranking,
and a ROBERTA-large detector with selective reranking on
uncertain examples. The results indicate that verified syn-
thetic supervision is useful for paragraph-level financial in-
tegrity screening, but robustness under held-out-family shift
and compositional corruption remains limited. Future work
should combine reference-free screening with selective re-
trieval and stronger supervision for relational and attribu-
tional edits.
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Reproducibility Details

Our strongest configuration follows the grouped-semantics
training path. The end-to-end sequence is: (i) identify se-
mantic groups for real and perturbed examples, (ii) build
an LLM-augmented dataset with commitments, perturbation
plans, and benign controls, (iii) create group-aware splits,
(iv) train the ROBERTA-large detector, (v) run blind infer-
ence to produce submission JSONL, and (vi) optionally ap-
ply LLM reranking to uncertain blind examples before fi-
nal submission. The LLM backbone for augmentation and
reranking is GPT-40 mini (OpenAl 2024).

Training Configuration
e Maximum sequence length: 512
» Batch size: 24 (training), 32 (evaluation)

* Optimizer and learning rate: AdamW, 2 x 1075, weight
decay 0.01

e Curriculum lengths: 2+2+2 epochs (core, extensions,
harder examples)

* Validation threshold criterion: macro-F1
* Fraction of blind examples reranked: 5%

Frozen Prompt Templates

The following prompt templates were frozen before blind
evaluation:

1. commitment extraction,

2. perturbation generation,

3. benign control generation,

4. reranking and explanation generation.

Data-Augmentation Prompt

You are a careful financial-news integrity analyst. Return
ONLY valid JSON (no markdown or free-form prose). In-
spect one financial paragraph, extract vulnerable seman-
tic commitments, propose minimal local edits that could
change truth conditions while preserving topic, entities, and
fluency, and propose a small set of benign label-preserving
controls.

Rules:

¢ Minimal local edits only.

* Preserve topic and entity frame.

* Do not use leak phrases such as “fake,” “false,” “incor-
rect,” or “untrue.”

* Each perturbation should target one dominant semantic
commitment.

* Provide character spans over the original paragraph.

e Use one family label from: direction_flip,
numeric_adjustment, attribution_flip,
sentiment_flip, causality_flip,
comparison_flip, temporal_flip,
control_benign.

* expectedbinary_label=0 means perturbed;
expected binary_label=1 means real or control.

* novelty_label=0 for known perturbation style, 1 for
novel or open style, and —100 when not applicable.

Reranker Prompt

You are a careful reference-free financial paragraph in-
tegrity judge. Return ONLY valid JSON (no markdown).
You will receive one standalone financial paragraph and op-
tional detector hints. Decide whether the paragraph is more
likely REAL (1) or PERTURBED (0) using only paragraph
text.

Rules:

* Do not assume external facts not present in the para-
graph.

» Use detector hints only as weak signals; make an inde-
pendent judgment.

* Assign high perturbed probability only for localized se-
mantic oddities (e.g., direction flips, unsupported nu-
meric or detail shifts, attribution errors, causality distor-
tion, polarity flips).

« If text is internally coherent, prefer REAL with moderate
confidence.

» Keep the explanation short.

e predicted_-family should be one of:
direction_flip, numeric_adjustment,
attribution_flip, sentiment_flip,
causality_flip, comparison_flip,
temporal_flip, unknown,ornull.

¢ cue_text should include short verbatim snippets when
possible.

e cue_spans should contain character offsets when reli-
able; otherwise leave empty and rely on cue_text.



