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Abstract

Detecting financial misinformation without external refer-
ences is a critical challenge, as large language models
(LLMs) often exhibit a compliance bias that causes them to
blindly accept mathematically coherent but contextually false
claims. This paper describes the submission by Team Coher-
ence for the Financial Misinformation Detection (FMD) 2026
shared task. To overcome LLM compliance bias, we lever-
age a courtroom-inspired framework. For a given financial
claim, our system utilizes the DeepSeek-chat model to gen-
erate adversarial prosecution and defense arguments. These
generated perspectives, alongside the original claim, are then
evaluated by a multi-channel classification network featur-
ing a frozen ModernBERT backbone, parallel BiGRU layers,
and context-based attention pooling to optimally weigh the
evidence. Crucially, our technique does not rely on the spe-
cific perturbation details of the dataset, allowing it to main-
tain generalizability. Evaluated on the blind test dataset, our
framework achieved an accuracy of 0.955 and an F1 score
of 0.9549, securing third place on the FMD Challenge 2026
leaderboard and demonstrating its viability as an efficient,
objective judge for reference-free financial misinformation
identification.

Introduction
Skepticism is often absent in large language models (LLMs)
because they tend to comply with the user’s query, typically
assuming that the provided information is true (Sharma et al.
2025; Müller, Kornblith, and Hinton 2019). This is because
these models develop certain biases during their training that
inhibit their ability to classify misinformation without an ex-
ternal reference. Another potential cause of compliance bias
explored in research is knowledge conflict (Xu et al. 2024)
between the presented claim and the model’s training data,
which itself may be outdated or contain internal contradic-
tions. In such scenarios, the model is unable to determine
which information source to prioritize, making it unable to
resolve the conflict for correct judgment (Carragher et al.
2025). This is especially true if a statement is mathemati-
cally coherent (where Chain-of-Thought reasoning can of-
ten make it seem plausible), but is still highly unlikely in
the real-world financial setting. This makes the use of these
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models for decision-making applications within the financial
domain risky. Potential misinformation in financial claims,
such as news or reports, can lead to incorrect decisions by
the system resulting in significant losses. However, expert
financial analysts can detect such misinformation by identi-
fying the underlying contradictions that reveal the extreme
improbability of those claims within specific sectors. While
recent works like FMDLlama (Liu et al. 2025) have explored
using LLMs for this, detecting misinformation purely from
the claim remains difficult.

The aim of the FMD Challenge 2026 is to encourage
the development of systems that can accurately perform
reference-free financial misinformation detection, using the
RFC-BENCH dataset (Jiang et al. 2026). This work presents
the solution of Team Coherence at the FMD Challenge,
2026. Our approach mimics a courtroom setting by gen-
erating a prosecution argument attempting to prove the fi-
nancial claim false, alongside a defense argument justify-
ing it as true. These opposing perspectives are then eval-
uated by a classification network, forming a final verdict
based on the provided arguments and the given information.
Since language models are very good at providing poten-
tial arguments based on assumed stances, this approach uses
the DeepSeek-chat model (DeepSeek-AI 2025b) to generate
these opposing sides. This aligns with recent findings that
LLMs provide well-reasoned, differing judgments with dif-
ferent personas (Liu et al. 2026).

To build the classification model, we modify the net-
work presented in (Kamal, Mohankumar, and Singh 2023)
to improve its performance. Specifically, we replace their
RoBERTa encoder (Liu et al. 2019) with ModernBERT
(Warner et al. 2025) and use a modified attention mecha-
nism focused on word-level context to better evaluate the in-
put (Yang et al. 2016). This courtroom setting helps us boost
our performance, as the network gets to identify what poten-
tial flaws make the financial text a piece of misinformation.
The generation of the prosecution and defense arguments is
carried out in a way that maintains the generalizability of
the approach. No information about the specific type of per-
turbations in the provided dataset was given to the model.
Even while maintaining this generalizability, our approach
achieves an impressive accuracy of 0.955 and an F1 score of
0.9549 on the blind test dataset.



Related Literature
Reference-free financial misinformation detection is a criti-
cal task, highlighted by the introduction of the RFC-BENCH
(Jiang et al. 2026). Early efforts in this domain include
FMDLlama (Liu et al. 2025), which laid the groundwork
by fine-tuning an open-source model for financial fact-
checking. However, because standard language models of-
ten suffer from a compliance bias, we draw inspiration
from findings (Liu et al. 2026) showing that assigning dis-
tinct personas forces these models to generate highly diver-
gent outputs. We leverage this by prompting DeepSeek-chat
(DeepSeek-AI 2025b) with prosecutor and defender per-
sonas to generate adversarial arguments, thoroughly explor-
ing both the validity and potential flaws of a claim. Simi-
lar courtroom-inspired setups have recently been explored
for resolving ambiguous text classifications (Jung and Jung
2025) and multi-role fake news detection (Jin et al. 2025).
While this draws conceptual parallels to recent multi-agent
debate frameworks (Du et al. 2023), where language mod-
els iteratively critique one another to improve factuality, our
approach remains fundamentally distinct. Conceptually, us-
ing these generated arguments as supplementary evidence
for a separate classifier is similar to the dEFEND framework
(Shu et al. 2019), which utilizes user comments for fake
news identification. Finally, to process this augmented text,
our discriminative judge modifies the multi-channel archi-
tecture proposed in (Kamal, Mohankumar, and Singh 2023)
to enable efficient feature extraction from both the generated
arguments and the original claim.

Methodology
Our approach models the misinformation detection task as
a simulated courtroom environment. The pipeline consists
of three primary components: dataset preparation via adver-
sarial argument generation, a multi-channel ModernBERT-
based classification network, and a specialized two-step
training strategy with label smoothing (Szegedy et al. 2016).

Dataset Preparation
To overcome the compliance bias inherent in LLMs, we
utilized the DeepSeek-chat model to simulate adversarial
courtroom setting on the provided RFC-BENCH dataset for
the shared task. For every financial claim in the dataset, we
prompted the LLM to generate two distinct texts:

• Prosecution Argument: An argument detailing why the
claim is likely false, focusing on financial inconsistencies
and improbabilities.

• Defense Argument: An argument detailing why the
claim could be true, addressing the prosecutor’s argu-
ment and highlighting potential supporting contexts.

These generated arguments are concatenated with the orig-
inal claim to form a single input. This augmented text al-
lows the downstream classifier to evaluate the claim while
weighing the opposing viewpoints, effectively providing the
network with the reasoning required to identify the nuances
in the financial misinformation. The system prompts used to
generate these arguments are provided in the Appendix.

Model Architecture
The core of our predictive engine is a multi-channel ar-
chitecture inspired from (Kamal, Mohankumar, and Singh
2023). We have made certain modifications that help us im-
prove the performance significantly. The network operates
through the following five stages:

Text Encoder (ModernBERT) We replace the RoBERTa
text encoder with the highly efficient ModernBERT-base.
The input sequences are tokenized and passed through this
frozen encoder to extract contextualized word embeddings.

Multi-Channel CNN Feature Extraction To capture
varying n-gram features (e.g., local phrases and domain-
specific terminology), the embeddings are routed through
three parallel One-Dimensional Convolutional (Conv1D)
channels with kernel sizes of 1, 2, and 3. Each convolutional
layer utilizes 128 filters and ‘same’ padding, followed by a
ReLU activation. To reduce spatial dimensionality and pre-
vent overfitting, each channel applies 1D Max Pooling (ker-
nel size of 2) and a dropout rate of 0.2.

Bidirectional GRU (BiGRU) Following the convolu-
tional layers, the feature maps in each channel are processed
by a Bidirectional Gated Recurrent Unit (BiGRU) with 64
hidden units per direction. The BiGRU aims to capture the
sequential dependencies and contextual flow of the argu-
ments.

Context-Based Attention To optimally pool the sequen-
tial outputs into a single fixed-length vector, we utilize
a context-based attention mechanism. Instead of standard
pooling, this layer learns to emphasize the most critical to-
kens by querying the sequence with a learned global context.
Let the output sequence from the preceding BiGRU layer be
represented as H = (h1, h2, . . . , hT ), where ht is the hid-
den state vector at time step t. The attention mechanism first
projects ht into an attention space:

ut = tanh(Wht)

where W is a learnable weight matrix. We then measure the
alignment of ut against a learnable global context vector,
uw, to produce an unnormalized attention score st:

st = ut · uw

These scores are normalized across the sequence length T
using a softmax function to obtain the final attention weights
αt:

αt =
exp(st)∑T
j=1 exp(sj)

The final context vector v for the channel is computed as the
weighted sum of the BiGRU hidden states:

v =

T∑
t=1

αtht

Classification Head The attention-pooled vectors from
the three parallel channels are concatenated into a single
vector. This merged representation is passed through a fully
connected layer with 64 units and a ReLU activation, fol-
lowed by a final linear layer that outputs the unnormalized
classification logit.
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Figure 1: Overall architecture of the proposed methodology, including the adversarial argument generation and multi-channel
discriminative judgment.

Two-Step Training Approach

To ensure stable convergence and prevent the model from
becoming overconfident on potentially noisy generated ar-
guments, we implement a two-step training approach:

• Step 1: Standard Optimization: The model is initially
trained using a standard Binary Cross-Entropy (BCE)
with Logits loss function. During this phase, we use a
learning rate of 1e-4 to allow the randomly initialized
CNN, BiGRU, and Attention weights to rapidly adapt to
the frozen ModernBERT embeddings.

• Step 2: Fine-Tuning with Soft BCE: In the second
phase, we lower the learning rate to 5e-6 and introduce
a SoftBCEWithLogitsLoss function incorporating label
smoothing. Label smoothing explicitly regularizes the
classifier by softening the hard targets y ∈ {0, 1}. Math-
ematically, the smoothed target ỹ is defined as:

ỹ = y(1− ϵ) + 0.5ϵ

where the smoothing factor ϵ is set to 0.1. Consequently,
a true label of 1.0 is penalized toward 0.95, and a false
label of 0.0 is shifted to 0.05. This second step refines
the decision boundary, reducing overconfidence and im-
proving the model’s generalization capabilities on unseen
blind data.

Experiments
Experimental Setup and Implementation
To evaluate our proposed architecture, the provided train-
ing dataset was split into an 80% training and 20% valida-
tion set. We utilized the DeepSeek-chat API to generate the
prosecution and defense arguments. For the final judgment,
the multi-channel network was implemented using PyTorch
(Paszke et al. 2019) and the Hugging Face Transformers li-
brary (Wolf et al. 2020). All model training and inference
were conducted on a single NVIDIA T4 GPU on Google Co-
lab. During training, the ModernBERT-base backbone was
frozen to prevent catastrophic forgetting and reduce compu-
tational overhead, relying entirely on the downstream paral-
lel channels to learn the task-specific features. The complete
flow of data during inference is depicted in Figure 1.

Results and Analysis
To understand the contribution of each component in our ar-
chitecture, we conducted a rigorous ablation study tracking
the validation dataset performance across different configu-
rations.

Backbone and Augmentation Impact. We initially eval-
uated the architecture without generated arguments, using
the baseline attention mechanism adapted from prior work
(Kamal, Mohankumar, and Singh 2023). This baseline con-
figuration entirely lacks a global context vector (uw). As



shown in Table 1, the network utilizing a RoBERTa-base
backbone achieved an 81.50% validation accuracy. Upgrad-
ing the frozen encoder to ModernBERT-base provided an
immediate performance increase to 88.00%, validating its
superior handling of complex linguistic dependencies.

Backbone (No Arguments) Accuracy
RoBERTa-base 81.50%
ModernBERT-base 88.00%

Table 1: Validation dataset performance of the baseline
multi-channel architectures without generative augmenta-
tion.

However, the most significant increase in performance oc-
curred when the input was augmented with the adversar-
ial courtroom arguments. Feeding the generated prosecution
and defense perspectives along with the claim into the net-
work pushed the validation accuracy to 95.50% (Table 2).
This result proves that the discriminative judge heavily ben-
efits from the arguments provided by the generative model.

Attention Mechanisms and Optimization. While the
baseline attention mechanism performed well on the aug-
mented text, its formulation lacks a dedicated query vector
(uw) to optimally collapse the hidden dimensions into scalar
scores.

Attention Mechanism Accuracy AUC
Baseline Attention (no uw) 95.50% 0.9639
Context Attention (learned uw) 96.25% 0.9676
Context Attention (Ours)* 96.25% 0.9689
*Includes the 2-step SoftBCE optimization.

Table 2: Ablation study on the ModernBERT-base architec-
ture augmented with courtroom arguments on the validation
dataset.

By implementing the Context-Based Attention of our pro-
posed architecture, which utilizes the learnable global con-
text vector (uw) to weight the importance of the BiGRU hid-
den states, the model achieved a higher validation accuracy
of 96.25% and increased the AUC to 0.9676. Finally, ap-
plying the second step of the two-step training process with
SoftBCE refinement successfully pushed the final validation
AUC to 0.9689. This allows the network to calibrate against
model uncertainty rather than strictly hard labels.

Test Set Performance. Evaluating on the blind dataset,
our finalized architecture secured third place on the FMD
Challenge 2026 leaderboard (Table 3). Our framework
achieved an accuracy of 0.955 and an F1 score of 0.9549.
Notably, our approach outperformed the official 2-shot GPT-
4.1 baseline by an absolute margin of 38.5% in accuracy.
Furthermore, a distinct performance gap of nearly 20% sep-
arates the top three submissions from the rest of the leader-
board, underlining the sheer difficulty of reference-free ver-
ification. In this context, our results demonstrate that com-
bining generative evidence collection with a specialized dis-

Rank Team Accuracy Precision Recall F1 Score

1 Fact4ac 0.963 0.9654 0.9626 0.9629
2 Alsper 0.959 0.9619 0.9586 0.9589
3 Coherence (Ours) 0.955 0.9566 0.9547 0.9549
4 DeepTruth 0.755 0.7551 0.7551 0.7550
5 GPT-4.1 (baseline) 0.570 0.5701 0.5694 0.5686
6 mfPE 0.555 0.5556 0.5554 0.5547

Table 3: Official FMD Challenge 2026 leaderboard results
on the blind test dataset.

criminative architecture provides a robust and highly com-
petitive solution.

Discussion
Our results demonstrate that the courtroom-inspired ap-
proach significantly improves the model’s ability to act as
an objective judge of financial claims. Crucially, our tech-
nique does not rely on the specific perturbation details of the
RFC-BENCH dataset, maintaining generalizability to other
real-world financial misinformation.

Building on the success of this approach, future work
can be expanded in several ways. First, introducing multi-
ple rounds of arguments could allow for more robust rea-
soning, though this would also require architectural changes
to accommodate the increased input token length. Sec-
ond, experimenting with models like DeepSeek-Reasoner
(DeepSeek-AI 2025a) could yield higher-quality arguments,
though this may significantly increase the latency of the sys-
tem as well as the computational expense. Third, while our
BiGRU effectively captures sequential dependencies, com-
paring this against alternative transformer-based architec-
tures (Tang et al. 2025) remains a promising direction. Fur-
thermore, expanded ablation studies exploring alternative
prompting strategies can better disentangle the relative con-
tributions of the prompt design and the underlying architec-
ture. Future work may also examine domain-specific failures
to enhance reliability. Additionally, aligning LLMs with in-
herent domain skepticism could eliminate the need for exter-
nal classifiers, making generative models more dependable
for high-stakes financial applications.

Conclusion
To tackle the challenge of reference-free verification, we
proposed a courtroom-inspired approach. By utilizing the
DeepSeek-chat model to generate adversarial prosecution
and defense arguments, and processing these augmented
claims through a multi-channel ModernBERT network with
custom attention pooling, we optimally weighed the under-
lying evidence. Even while maintaining strict generalizabil-
ity, our framework achieved excellent performance on the
blind test dataset, securing third place on the FMD Chal-
lenge 2026 leaderboard. This performance firmly establishes
the viability of our dual-perspective approach for accurately
identifying financial misinformation without external refer-
ences.
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Appendix: Argument Generation Prompts
To overcome the compliance bias of large language models,
we utilized the DeepSeek-chat model to generate adversar-
ial arguments with a temperature parameter value of 0.5. The
specific system prompts used to establish the opposing per-
sonas are provided below.

Prosecutor Generation Prompt
You are a highly analytical, skeptical financial prosecutor.
Your objective is to build a case that the provided financial
text is FALSE (Financial Misinformation).

Constraints and Guidelines:
- Analyze the specific facts, metrics, and claims.
- Provide solid, valid arguments that question each fact

individually, as well as how they logically connect.
- Base your reasoning on deep financial, logical, and

sector-wise understanding.
- DO NOT assume a specific year or timeframe if it is not

explicitly stated.
- Be acutely aware of any cognitive or market biases in

your own analysis.
- Limit response to exactly 250 words so not to waste time

in long introductory filler, pleasantries, or bullet points.
Write a cohesive, penetrating argument exposing the po-

tential falsehoods in the text.

Defender Generation Prompt
You are a sharp, pragmatic financial defender. Your objec-
tive is to prove the provided financial text is TRUE, and to
dismantle the Prosecutor’s argument.

Constraints and Guidelines:
- Read the Prosecutor’s analysis. Expose any hypocrisy,

baseless assumptions, over-skepticism, or lack of sector-
specific context in their argument.

- Provide potentially solid, valid arguments that justify the
facts in the text.

- Base your reasoning on deep financial, logical, and
macroeconomic understanding.

- DO NOT assume a specific year or timeframe if it is not
explicitly stated.

- Do not blindly defend impossible math, but fiercely de-
fend standard financial realities.

- Limit response to exactly 250 words so not to waste time
in long introductory filler, pleasantries, or bullet points.

Write a cohesive rebuttal that defends the text and exposes
the flaws in the Prosecutor’s logic.


