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Abstract

Financial misinformation detection (FMD) tasks fre-
quently confront the complexity of financial claims and
complicated relationships in the facts, causing obstacles
when Large Language Models (LLMs) attempt to clar-
ify the truth of a claim, especially in offline scenarios
due to the absence of the ability to check correctness
by finding news on the internet. There have been many
works dedicated to designing more appropriate prompts
to enhance LLMs’ performance in misinformation de-
tection tasks manually, achieving reasonable results. In
our work, we utilize a multi-agent framework to address
the offline financial misinformation detection task by
collecting linguistic feature analysis reports, comment
analysis reports, and fact-checking reports related to the
claim, and generating prompts with an iterative method
according to historical performance and instances pro-
vided. After the reports and prompts are collected, we
test the ability of the designed prompts with state-of-
the-art LLMs, including GPT-3.5-turbo and Deepseek-
V3.2-chat. The result demonstrates that the training
method based on a multi-agent and iteratively generat-
ing prompts achieves a modest performance in the of-
fline financial misinformation detection task.

1 Introduction
Financial misinformation refers to deliberately fabricated or
distorted financial news, which spreads rapidly and has a
wide impact. (Vosoughi, Roy, and Aral 2018) found that the
speed, depth, and breadth of false information spread on so-
cial media significantly exceed those of true information,
and this pattern also applies to the financial sector. Infor-
mation in the financial sector is highly specialized, and its
”authenticity” judgment often relies on multi-source infor-
mation, time-series data, and complex background knowl-
edge. Misinformation in financial news often embeds itself
in seemingly reasonable statements in subtle ways, and its
meaning is not directly visible, but rather depends on the
context of the entire paragraph and cross-sentence infor-
mation clues. This requires the model to have fine-grained
semantic understanding and long-distance dependency cap-
ture capabilities(Jiang et al. 2026). Therefore, the financial
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misinformation detection (FMD) task with Large Language
Models (LLMs) often suffers from the inherent traits of fi-
nancial news, making it difficult to clarify the truth of a
claim, especially in the offline circumstance.

Previous works have demonstrated feasibility and
achieved excellent performance in financial misinformation
detection. (Liu et al. 2025) constructed the first open-source
instruction-following FMD model based on Llama 3.1 fine-
tuning, and released the multi-task instruction dataset FM-
DID and the comprehensive evaluation benchmark FMD-B.
Experiments show that this model outperforms other open-
source LLMs and OpenAI’s commercial models in both
classification and explanatory generation tasks. The Fin-
FakeBERT research team(Fazlija, Bakiji, and Dauti 2025)
collected officially verified financial false news data based
on SEC indictments and adopted a two-stage fine-tuning
strategy: first pre-training on a large-scale cross-domain
false news dataset, and then fine-tuning on financial domain
data. The model achieved a False Positive Rate (FPR) of
only 2.1% on real financial news, while the FPR of exist-
ing benchmark detectors was three to ten times higher. Fi-
nancial transactions inherently possess network character-
istics, making Graph Neural Networks (GNNs) an impor-
tant technical approach for detecting fraudulent behavior.
Traditional GCN and Graph Transformer methods are pri-
marily designed for static undirected graphs, yet financial
transaction networks exhibit unique properties such as dy-
namic evolution and directed edges. (Kulkarni and Chan-
dra 2025) proposed the DynBERG architecture, which com-
bines Graph-BERT with Gated Recurrent Unit (GRU) lay-
ers to capture temporal evolution across multiple time steps
and modifies the underlying algorithm to support directed
edges. On the Elliptic dataset containing Bitcoin transac-
tions (covering two periods before and after the Dark Mar-
ket Shutdown), DynBERG outperformed EvolveGCN be-
fore the market closure and GCN after the closure, validating
its effectiveness in temporal modeling.

Inspired by (Li et al. 2025), which focuses on cross-
domain misinformation detection utilizing a multi-agent
framework to collect and verify reports related to the origi-
nal claim, and obtain the final prompts iteratively, our work
simplifies MARO’s approach to address the offline financial
misinformation detection task by following steps: (1) Utiliz-
ing a multi-agent framework to collect linguistic feature re-



Figure 1: The main structure of mfPE

ports, comment analysis reports, and fact-checking reports
based on LLMs’ existing knowledge; (2) Generating proper
prompts according to historical prompts’ performance and
crafted instances iteratively; (3) Using the collected reports
and well-trained prompts to detect misinformation.

2 Shared Task Definition
2.1 Problem Definition
In the shared task, the problem ei is described as the 2-tuple
in equation (1), where xi represents the original claim of fi-
nancial news, and yi is the label of xi, yi ∈ {True, False}.

ei = (xi, yi) (1)

Based on the problem provided, our model’s input is divided
into three partitions:

1. Our fine-tuning prompt ins which guides the model to
better understand and analyze the task it is asked to ac-
complish.

2. The original claim xi.
3. The reports collected by agents pi containing linguistic

feature analysis report, comment analysis report and fact-
checking report.

The final input of LLMs in our work qi is described in equa-
tion (2):

qi = (ins, xi, pi) (2)

2.2 Dataset
The task utilizes the RFC-Bench dataset (Reference-
Free Counterfactual Financial Misinformation Benchmark)
(Jiang et al. 2026), which was introduced to evaluate mod-
els on reference-free financial misinformation detection. The
dataset contains paragraphs extracted from real financial
news, each labeled as containing misleading or incorrect fi-
nancial information. Unlike setups that require external evi-
dence or background knowledge, this dataset is designed so

that models must classify misinformation solely based on
the content of the paragraph (as offered by the competition).

We divided the dataset into two partitions: a training
dataset and an instances dataset. The detailed dataset par-
titioning method is described in Section 4.1.

3 Methodology
In this section, we outline our multi-agent framework and
display details about the partitions of our work. Our frame-
work can be divided into two phases: 1) collecting reports
about the claim and 2) generating a new prompt according
to historical performance and the instances offered. The con-
struction of our work can be seen in Figure 1. The multi-
agent framework enhances detection by providing comple-
mentary perspectives: the linguistic feature agent captures
subtle phrasing cues, the fact-checking agent grounds claims
in internal knowledge, and the comment analysis agent
(when data is available) adds crowd-sourced signals. Their
combined outputs are then summarized to support final judg-
ment.

3.1 Collecting Relevant Reports
This module plays the role of analyzing the financial claim
from different perspectives with four agents respectively.
First, the linguistic feature agent, fact-checking agent, and
comment analysis agent generate the reports they focus on
individually. Then, the summary agent is responsible for
summarizing the reports generated by the three agents and
generating a compiled report about the claim. It is impor-
tant to note that the current dataset does not include user
comments; therefore, the comment analysis agent’s report is
generated based on a simulated neutral stance (or skipped in
practice). We retain this agent for future extensions. More-
over, all reports are generated using only the LLM’s inter-
nal knowledge without accessing external sources, meaning
they do not introduce new factual evidence but help structure
the model’s reasoning.



Algorithm 1: Obtain Appropriate Prompt Algorithm
Input: Historical prompts list and their accuracy score, in-
stance list, instance index, instance list total, training data
Parameter: patience, k ,current instances
Output: Prompts list and their accuracy
score

1: Let k = 0.
2: Let patience = 0.
3: instance index = 0
4: while patience < 5 do
5: current instances = instance list[instance index]
6: instance index = (instance index + 1)% in-

stance list total
7: new prompt=search for new prompt(prompt,current

instances,Historical prompts list and their accu-
racy score)

8: new score = test(new prompt,training data)
9: if new score > max historical score then

10: Let patience = 0.
11: else
12: Let patience = patience + 1
13: end if
14: add new prompt and new score into histori-

cal prompts list
15: Let k=k+1
16: end while
17: return Prompts list and their accuracy score

Linguistic Feature Analysis Agent This agent pays atten-
tion to the linguistic features of the claim, such as sentiment,
writing style, and semantic traits. The agent generates a re-
port on linguistic features as Rl. To achieve this purpose, we
design a dedicated prompt shown in Appendices A.1.

Comment Analysis Agent This agent attempts to analyze
the comments on the claim regarding the reviewer’s stance,
emotional attitudes, and evidence information to generate a
report as Rc. The specialized prompt is shown in Appen-
dices A.2.

Fact Checking Agent This agent is accountable for an-
alyzing the claim and according to its existing knowledge
offline to generate a fact-checking report to support or dis-
agree with the claim, which plays an important role for the
later judgment by representing basic factual knowledge. The
specialized prompt is shown in Appendices A.3.

3.2 Getting the Prompts
To obtain more suitable prompts for the task and dataset,
we utilize an iterative method based on the performance
of historical prompts and the instances offered. The initial
prompt list is constructed by including a simple baseline in-
struction: ”Determine whether the given financial claim is
true or false.” Then, subsequent prompts are generated by
the prompt training agent. The input of the prompt training
agent can be explained by the following equation:

inputi = Prompt(pi, si) + Instance(xi, yi) (3)

where Prompt refers to the set of historical prompts and
their performance scores, Instance refers to the set of given
instances, pi is each of the historical prompts, si is the accu-
racy score of each prompt, and xi and yi refer to the claim
and label of each concrete instance.

The core of our iterative method is to make the LLM an-
alyze and summarize the existing prompts and the instances
offered. The instance is rotated in each training step. We se-
lect 10 pieces of true news and 10 pieces of false news as a
group, and after one training step, we update the instances
in order to avoid overfitting.

The training progress can be seen in Algorithm 1. We pre-
pared enough instances before the training. During the train-
ing, there exists a ”patience” value, which represents how
long the new prompt has not been better than the best one
obtained in accuracy score. Once the patience is greater than
or equal to 5, the training agent will no longer have patience
to continue generating a new prompt, and the whole program
is complete. The ”k” means how many breakthroughs have
occurred; once a breakthrough is found, the patience is reset
to 0 and k is incremented by 1.

4 Experiment
Prompt of the Prompt Training Agent

**Role**: You are an expert in misinformation de-
tection rule optimization and instruction design. Your
task is to analyze a set of existing rules (with perfor-
mance scores) and a concrete example, then generate
a single, improved, and actionable new rule.
**Input Context**:
1. **Existing Rule Base**: A list of previous rules

generated by the system, each paired with a his-
torical accuracy score.

2. **Query Example**: A complete test case
containing a few-shot demonstration (‘sam-
ple example‘) contains queries and their label.

**Your Input**:
**Existing Rule Base**
{ins}
**Query Example**
{eg}
**Core Task**: Synthesize the insights from the
‘Existing Rule Base‘ and detail information of true or
false news you can summary in the ‘Query Example‘
to propose **ONE new, superior detection rule**.
**Optimization Guidelines**:
1. **Enhance Specificity & Actionability**: Make

the rule more concrete, operational, and easier for
an LLM judge to execute without ambiguity.

2. **Target Subtle Indicators**: Focus on linguistic,
logical, or contextual nuances that are strong sig-
nals of misinformation but might be overlooked
by simpler rules.

3. **Learn from Patterns**: Identify what makes the



provided ‘Analysis Example‘ clear or challenging,
and distill that into a general principle.

4. **Avoid Bias & Overfitting**: Ensure the rule
promotes generalized reasoning rather than sim-
ply matching surface features of the given exam-
ple.

5. **Balance Precision & Recall**: Aim for a rule
that helps correctly identify both false and true
news, as suggested by the goal of improving the
overall score.

**Output Format**:
Provide **ONLY the plain text of the new rule**
itself. Do NOT include any explanations, mark-
down formatting, labels like ”Rule:”, or meta-
commentary.Besides,you should add the instruction
”When answering, please answer true or false with
lowercase letters and without any analysis” at the last.

4.1 Experiment Setup
Based on the training dataset provided, we divided the
dataset into two partitions. We randomly selected 300 pieces
of data as the validation data for the prompt training progress
and 1000 pieces of data which contains 500 pieces of true
news and 500 pieces of false news, divided them into 50
groups of instances. Then, we collected the reports about the
validation data and test data respectively utilizing GPT-3.5-
turbo(OpenAI 2024). After preparation work, we utilized the
training agent mentioned in Section 3.2 to obtain the best
prompt. We totally trained the prompt for 6 rounds and ob-
tained 17 pieces of prompts using about 5 hours; the accu-
racy on the validation dataset varied from 0.47 to 0.77. The
prompt for prompt training is offered above.

4.2 Main Results
After collecting the reports related to the original claim
and obtaining the final prompts, we selected some prompts
that performed well on the validation dataset to test our
framework’s detection ability using the shared task test
dataset. We tested two state-of-the-art LLMs: GPT-3.5-
turbo(OpenAI 2024) (also used by MARO(Li et al. 2025))
and DeepSeek-V3.2-chat(DeepSeek-AI 2025), and evalu-
ated them using the official metrics: accuracy, precision, re-
call, and F1 score. The metrics are defined as follows:

Accuracy =
TP + TN

TP + FP + TN + FN
(4)

Precision =
TP

TP + FP
(5)

Recall =
TP

TP + FN
(6)

F1 =
2× Recall × Precision

Recall + Precision
(7)

The final result of our work which was submitted in the com-
petition is shown below in Table 1:

model accuracy precision recall F1
GPT-3.5-turbo 0.517 0.516 0.515 0.511
Deepseek-V3.2-chat 0.555 0.556 0.555 0.555

Table 1: Main result of mfPE

The final prompt which we finally submitted in the compe-
tition is:

Final Prompt

**Role**: You are an expert excels at financial mis-
information detection. There are some suggestions
and analyse reports you can refer to.Suggestions
are as following:If a news article discusses financial
performance, stock movements, or market reactions
without citing specific data sources, regulatory up-
dates, or verifiable metrics, it is likely false. Addi-
tionally, if the narrative includes vague claims of ”op-
timism” or ”growth potential” without clear, measur-
able outcomes or specific company actions, classify
it as false. If the content is framed in a speculative
or overly generalized manner without clear evidence
to back up the claims, treat it as false. Conversely, if
the article provides quantifiable results, specific ref-
erences to earnings, and citations of official financial
reports or public statements, classify it as true. When
answering, please answer true or false with lowercase
letters and without any analysis.
The news:
{content}
The report:
{report}

5 Discussion and Limitation
In this work, we introduced our framework used in the
competition, which utilizes a multi-agent framework to
enhance offline financial misinformation detection (FMD)
tasks via well-designed agents cooperating in collecting
claim-related reports, and adopts an iterative method to
generate more appropriate prompts to enhance prompt en-
gineering. From the results in Section 4.2, we find that
Deepseek-V3.2-chat(DeepSeek-AI 2025) outperforms GPT-
3.5-turbo(OpenAI 2024) with the same reports and prompt,
which suggests that with the growth of parameter size,
knowledge, and technology, the general misinformation de-
tection ability of Large Language Models in offline sce-
narios is gradually enhancing. However, the overall per-
formance (maximum F1 0.555) remains modest, indicating
substantial room for improvement.

Nevertheless, in real-world environments, misinformation
detection is rarely offline due to the high confidence require-
ments. This work only focuses on the offline FMD task,
which is considerably inadequate. The following work we
focus on will be how to utilize the framework cooperat-
ing with the internet to enhance fact-checking ability. Only



based on truth can financial misinformation detection with
LLMs become more accurate and more helpful in decreas-
ing the impact of misinformation in society.
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Appendices
A Report prompts
A.1 Linguistic Feature Analysis Prompt

Linguistic Feature Analysis prompt

**Role**: You are a professional linguistic and
stylistic analysis expert. Your task is to dissect the
given news content to uncover features that may
indicate misinformation or bias. **Core Analysis
Dimensions:**

1. **Tone & Emotion:** Identify the overall
tone (alarming, reassuring, sarcastic, neutral).
Highlight emotionally charged language, loaded
words, or manipulative phrasing.

2. **Writing Style & Rhetoric:** Analyze the style
(journalistic, opinionated, sensationalist). Note
the use of rhetorical devices (e.g., hyperbole,

straw man arguments, false dilemmas).
3. **Evidence & Sourcing:** Assess how claims are

supported. Are there specific data, quotes, or ref-
erences? Are sources named and credible, or is it
vague (”studies show,” ”experts say”)?

4. **Logical Structure & Fallacies:** Examine the
argument flow. Identify any logical fallacies
(e.g., ad hominem, correlation/causation, appeal
to emotion).

5. **Potential Bias or Framing:** Detect narrative
framing, omission of key context, or selective pre-
sentation of facts that steer the reader toward a
specific conclusion.

**Output Format:
** Provide a concise, structured report in English
summarizing findings under the above dimensions.
Conclude with a ”Linguistic Risk Assessment” stat-
ing if the style raises low, medium, or high suspicion
and why.

A.2 Comment Analysis Prompt

Common Analysis prompt

**Role**: You are a social media and crowd senti-
ment analysis expert. Your task is to analyze a set
of user comments to gauge public perception and
extract factual clues related to a news piece. **Core
Analysis Dimensions:**

1. **Sentiment Distribution:** Categorize the dom-
inant sentiments (supportive, skeptical, outraged,
neutral) and estimate their rough proportion.

2. **Key Themes & Concerns:** Identify the main
topics, questions, or fears expressed by the com-
menters.

3. **Fact-Checking Clues:** Extract any specific
claims, personal experiences, counter-evidence,
or references to sources provided by users that
could aid in fact-checking.

4. **Notable Patterns:** Flag patterns like orga-
nized brigading, bot-like repetition, or strong echo
chamber effects where dissenting views are ab-
sent.

5. **Credibility of Crowd Insights:** Assess
whether the comments overall provide valu-
able leads or are dominated by unsubstantiated
opinions.

**Output Format:
** Provide a structured report in English summa-
rizing the ”Crowd Pulse.” Highlight the most useful
fact-checking clues separately. End with a ”Crowd
Wisdom Value” assessment (e.g., ”High: provided



specific counter-evidence,” ”Low: mostly emotional
reactions”).

A.3 Fact-checking Prompt

Common Analysis prompt

**Role**: In a multi-agent misinformation detection
system, you act as the Fact-Checking Agent, respon-
sible for analyzing the consistency between state-
ments in news and factual evidence. You need to
utilize your existed knowledge to retrieve relevant
facts relevant to the statements.Then, you need assess
the consistency between the statements and the facts,
producing a fact-checking analysis report.


