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Abstract

Financial misinformation poses severe risks to investors’
decision-making and market stability, and detecting such
misinformation in a reference-free setting where no exter-
nal evidence is available remains a critical challenge. This
study proposes a rationale guided fine tuning framework for
reference-free financial misinformation detection, tailored to
the ICWSM 2026 Financial Misinformation Detection shared
task. The framework first leverages DeepSeek-V3 to gener-
ate two complementary rationales (text description based and
commonsense based) for each financial news paragraph with-
out relying on web search or external knowledge retrieval.
These rationales, along with the original news content, are
then fed into a BERT-based model, which integrates the pow-
erful reasoning capabilities of LLM with the refined domain
specific capabilities of SLM. Experimental results on the offi-
cial task dataset demonstrate the effectiveness of the proposed
approach, achieving an F1-score of 0.7550. This performance
outperforms baseline methods that lack rationale guidance,
verifying the value of integrating interpretable reasoning into
reference-free misinformation detection.

Introduction
Detecting financial misinformation is particularly challeng-
ing due to specialized terminology, complex numerical rea-
soning, and context-dependent validity. Existing approaches
leverage pretrained language models, graph-based methods,
or multimodal analysis, but most rely on external data.

Recent work has begun to explore more realistic and chal-
lenging settings for financial misinformation detection. In
particular, (Jiang et al. 2026) introduced the RFC-BENCH
dataset for reference-free counterfactual financial misinfor-
mation detection, emphasizing intrinsic reasoning without
external evidence. Similarly, (Liu et al. 2026) investigates
scenario induced biases in multilingual financial misinfor-
mation detection, demonstrating that model judgments can
vary significantly under different contextual conditions. In
addition, large language models have been increasingly ap-
plied to this task; for example, (Liu et al. 2025) proposes
FMDLlama, which leverages LLMs to enhance detection
performance through improved language understanding and
reasoning capabilities.
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However, most existing methods still rely on exter-
nal knowledge or do not explicitly incorporate structured
and interpretable reasoning, leaving reference-free scenar-
ios where authenticity must be judged solely from the text
largely underexplored. These scenarios mirror real world sit-
uations in which investors lack supporting resources, requir-
ing models with strong semantic reasoning and content co-
herence evaluation (Jiang et al. 2026). To address this chal-
lenge, our study participates in the ICWSM 2026 Finan-
cial Misinformation Detection (FMD) shared task, which
uses the RFC-BENCH dataset (Jiang et al. 2026) to provide
reference-free classification of financial news paragraphs as
”True” or ”False”. We propose a rationale-guided frame-
work that combines LLM-generated interpretable reasoning
(Wei et al. 2022; Kojima et al. 2022) with BERT fine-tuning,
aiming to improve both detection accuracy and model inter-
pretability by capturing the internal logic of financial texts.

Shared Task Description

Problem Definition

The ICWSM 2026 Reference-Free Financial Misinforma-
tion Detection (FMD) task challenges models to identify
false or misleading financial statements solely through in-
trinsic reasoning, without relying on external evidence. Un-
like traditional detection approaches such as knowledge
based fact checking against financial reports (Nie, Chen,
and Bansal 2019), evidence retrieval from historical news
or announcements, supervised classification trained on ver-
ified datasets (Shu et al. 2017; Zhou and Zafarani 2020), or
graph based reasoning over entity relationships (Kipf and
Welling 2016; Hamilton, Ying, and Leskovec 2017) systems
in this task must assess veracity based on internal seman-
tic consistency, logical coherence, numerical plausibility,
and domain-specific financial knowledge (Kryściński et al.
2020). Given a financial news paragraph x, a model M must
predict a veracity label y ∈ {True,False} by analyzing the
structure of the text, reasoning about the content, and evalu-
ating financial realism. This setup simulates real-world sce-
narios in which users must make financial decisions without
verifiable external references, highlighting the practical sig-
nificance of reference-free misinformation detection in real-
world financial applications.



Challenge Dataset
The task uses the RFC-BENCH (reference-free Counterfac-
tual Financial Misinformation Benchmark) dataset (Jiang
et al. 2026), specifically designed for reference free finan-
cial misinformation detection. Each instance in the dataset
consists of two core components:

paragraph: A standalone financial news text extracted
from Yahoo Finance, covering topics such as stock markets,
foreign exchange, corporate finance, and commodity trad-
ing.

label: a binary indicator (True/False), where ”False” in-
stances are generated through counterfactual perturbations
of authentic news, such as modifying numerical values or
distorting logical relationships, while preserving surface
level characteristics including writing style, length, and do-
main specific terminology.

This design ensures that ”True” and ”False” instances re-
main highly similar at the lexical and stylistic levels, mak-
ing superficial cues ineffective for classification. As a result,
models are required to rely on deeper semantic understand-
ing, logical consistency, and numerical plausibility to distin-
guish misinformation.

Furthermore, the data set explicitly minimizes feature
leakage (e.g., differences in text length or word frequency
between classes), thereby encouraging models to learn
robust, content-driven representations rather than exploit-
ing shallow statistical patterns. This reference-free setting
closely reflects real world scenarios in which external evi-
dence is unavailable, highlighting the necessity of intrinsic
reasoning for reliable financial misinformation detection.

Methodology
Task Modeling
We model the task as a two-stage pipeline: (1) rationale gen-
eration and (2) label prediction.

As illustrated in Figure 1, the overall workflow of our
proposed framework consists of six key steps. This frame-
work is inspired by the work presented in Same Claim, Dif-
ferent Judgment: Benchmarking Scenario-Induced Bias in
Multilingual Financial Misinformation Detection (Liu et al.
2026). First, we take a standalone financial news paragraph
as input; second, we design domain-specific prompt en-
gineering to guide targeted reasoning; third, we leverage
DeepSeek-V3 to generate two complementary rationales: a
text-description-based rationale focusing on internal seman-
tic consistency and logical coherence, and a commonsense-
based rationale emphasizing financial plausibility and termi-
nology validity—without relying on web search or external
knowledge; fourth, we perform data processing, including
tokenization of the original news and generated rationales
(using the bert-base-uncased tokenizer (Devlin et al. 2019)),
and masking (Vaswani et al. 2017) of padding tokens and
low-quality rationales; fifth, we conduct BERT fine-tuning
with a co-attention fusion mechanism to model bidirectional
interactions between news features and rationale features;
and finally, we output the binary classification result (1 for
misinformation, 0 for authentic news) via a multi-layer per-
ceptron classifier.

Dataset Processing
We use two training subsets provided by the task: mis-
info RL train for cot and misinfo SFT train for cot (Jiang
et al. 2026). Each subset contains 1,000 instances (500
”True” and 500 ”False”), resulting in a total of 2,000 train-
ing instances. To ensure a balanced distribution of ”True”
and ”False” labels while maintaining equal representation
from both subsets, we adopt a hybrid stratified sampling ap-
proach. The two subsets, misinfo RL train for cot and mis-
info SFT train for cot, are first merged and then stratified to
create training, validation (val) and test sets.

• Val set: 200 instances (100 from each subset, with 50
”True” and 50 ”False” from each subset).

• Test set: 200 instances (100 from each subset, with 50
”True” and 50 ”False” from each subset).

• Train set: Remaining 1,600 instances (800 from each
subset, with 400 ”True” and 400 ”False” from each sub-
set).

We split the two datasets into training, validation, and test
sets with a balanced label distribution. The detailed statistics
of each data set are presented in Table 1 and Table 2.

Table 1: Dataset Split Statistics
(misinfo RL train for cot)

Dataset Split Total Instances True (0) False (1)

Train Set 800 400 400
Val Set 100 50 50
Test Set 100 50 50

Total 1,000 500 500

Table 2: Dataset Split Statistics
(misinfo SFT train for cot)

Dataset Split Total Instances True (0) False (1)

Train Set 800 400 400
Val Set 100 50 50
Test Set 100 50 50

Total 1,000 500 500

DeepSeek-V3 Calling & Prompt Design
LLM Selection and Usage We use DeepSeek-V3 (Liu
et al. 2024) as the rationale generator, a large language
model with strong reasoning ability for complex understand-
ing and multi-step inference (Kojima et al. 2022; Wei et al.
2022). No web search, external knowledge retrieval, or real-
time data access is enabled during rationale generation, fol-
lowing a closed-book setting where models rely solely on
parametric knowledge. All reasoning is based exclusively
on the pretrained knowledge of DeepSeek-V3 and the input
news paragraph.



Figure 1: Framework

Prompt Design We design two specialized prompts to
generate complementary rationales, covering financial com-
monsense and textual description respectively. Additionally,
due to the absence of web browsing capabilities, DeepSeek
may mistakenly interpret financial texts from 2026 as fu-
ture events beyond its knowledge cutoff, leading to incorrect
judgments. To mitigate this issue, we explicitly incorporate
a contextual instruction into the prompt: “Context: Today’s
date is March 2026. Your knowledge is current up to July
2024. If a text mentions events after July 2024, you should
strictly rely on financial commonsense for evaluation.” This
adjustment helps align the model’s temporal reasoning and
improves the reliability of its predictions.

prompt = f””” #Role You are an expert in financial
text analysis, skilled at analyzing texts using textual
description.
#Context Today’s date is March 2026. Your knowl-
edge is current up to July 2024. If a text mentions
events after July 2024, you should strictly rely on tex-
tual description for evaluation.
#Task Given the following message, predict its verac-
ity. If it is more likely to be a misinformation, return
1; otherwise, return 0. Please refrain from providing
ambiguous assessments such as undetermined. Let’s
think from the perspective of textual description.
#Output Format First, analyze the message from tex-
tual description (Do not omit the analysis process),
then clearly return 1 or 0 at the end with the format
”Return X” (X is 1 or 0)
#Text to Analyze content text ”””

prompt = f””” #Role You are an expert in financial
text analysis, skilled at analyzing texts using financial
commonsense.
#Context Today’s date is March 2026. Your knowl-
edge is current up to July 2024. If a text mentions
events after July 2024, you should strictly rely on fi-
nancial commonsense for evaluation.
#Task Given the following message, predict its verac-
ity. If it is more likely to be a misinformation, re-
turn 1; otherwise, return 0. Please refrain from pro-
viding ambiguous assessments such as undetermined.
Let’s think from the perspective of financial com-
monsense: 1.Plausibility: Are the numbers (prices,
percentages, dates) realistic and internally consis-
tent? 2.Verifiability: Does the text use specific, veri-
fiable details (exact numbers, named sources, dates)
or vague claims (”some analysts say”, ”sources in-
dicate”)? Fake news often lacks specificity. 3.Source
credibility: Does the information come from authori-
tative sources (e.g., well-known financial institutions,
official reports, named analysts)?
#Output Format First, analyze the message from com-
monsense (Do not omit the analysis process), then
clearly return 1 or 0 at the end with the format ”Return
X” (X is 1 or 0)
#Text to Analyze content text ”””

Fine-Tuning Framework
Input Data Structure The input to the BERT model in-
cludes the fields shown in Table 4 for each instance.

Text Tokenization and Masking We use the bert-base-
uncased tokenizer to tokenize the content, td rationale and
cs rationale separately. To optimize computational resources
and processing speed while retaining sufficient task-related
contextual information and LLM-generated rationales for
fake news detection in SLM inputs, the combined sequence



Table 3: Comparison of different methods on the FMD task

Rank Team Accuracy Precision Recall F1

1 Fact4ac† 0.963 0.9654 0.9626 0.9629
2 Alspier† 0.959 0.9619 0.9586 0.9589
3 Coherence† 0.955 0.9566 0.9547 0.9549
4 DeepTruth 0.755 0.7551 0.7551 0.7550
5 baseline, 2 shot, GPT4.1 0.570 0.5701 0.5694 0.5686
6 mfPE 0.555 0.5556 0.5554 0.5547

Table 4: Input data fields for BERT fine-tuning

Field Type Description
source id int Unique identifier of the instance
label int True (1) or False (0) (official label)
content str Original financial news paragraph
td rationale str Text-description-based rationale
cs rationale str Financial-commonsense-based ra-

tionale
td pred int Preliminary label from td rationale

(0/1)
cs pred int Preliminary label from cs rationale

(0/1)
td acc int Binary indicator (0/1)
cs acc int Binary indicator (0/1)

length is limited to 170 tokens, with truncation or padding
applied as needed. Padding tokens are masked (set to 0) to
avoid interfering with feature extraction. For low-quality ra-
tionales (td acc=0 or cs acc=0), their corresponding masks
are set to 0, effectively ignoring them during model training.

BERT Fine-Tuning Strategy Model Initialization: We
use bert-base-uncased as the base model. Parameter Freez-
ing: To better adapt to limited training data, we freeze most
parameters of the pretrained model and only fine-tune the fi-
nal layer for task-specific adaptation. Co-Attention Fusion:
A parallel co-attention mechanism models the bidirectional
interaction between content and rationale features (Lu et al.
2016). Fully Connected Layer: A multi-layer perceptron
with ReLU and Dropout (p=0.2) is added on top of BERT’s
[CLS] token for binary classification.

Rationale Filtering During training, rationales with
td acc=0 or cs acc=0 are masked out (Vaswani et al. 2017),
ensuring only high-quality, label-aligned rationales con-
tribute to feature fusion. This reduces noise and strengthens
reliance on valid reasoning.

Results
The proposed framework achieves strong performance on
the ICWSM 2026 FMD shared task test set, with the follow-
ing key metrics: Accuracy 0.755, Precision 0.7551, Recall
0.7551, F1-score 0.7550. The balanced Precision and Re-
call (both 0.755) indicate that the model effectively avoids

bias toward false positives or false negatives, which is crit-
ical for financial misinformation detection under class im-
balance settings (Liu et al. 2026). The F1-score of 0.7550
outperforms baseline methods that lack rationale guidance,
verifying the effectiveness of integrating LLM-generated ra-
tionales and co-attention fusion (Lu et al. 2016; Wei et al.
2022; Kojima et al. 2022). These results demonstrate that
the proposed framework successfully leverages internal se-
mantic reasoning and financial commonsense to address the
reference-free constraint, achieving reliable detection with-
out external evidence.

Limitations & Future Work
As presented in Table 4, our method achieved an F1-score
of 0.7550, ranking fourth in the FMD challenge. There re-
mains a notable performance gap between our approach and
the top three teams (F1-scores above 0.95). We believe the
following factor limited our performance:rationale quality
variation: While we filter low-quality rationales based on
td acc and cs acc, the generated rationales still exhibit occa-
sional inconsistencies (e.g., vague reasoning, over-reliance
on surface features). This limits the model’s ability to lever-
age deep logical guidance. For future work, we will enhance
rationale quality by integrating domain-adaptive prompt en-
gineering with multi-LLM ensemble strategies incorporat-
ing financial-specific rules into prompts to guide precise rea-
soning and fusing rationales from diverse advanced models
(e.g., DeepSeek-V3, GPT-4 Turbo) with a fine-grained qual-
ity scoring system (focusing on logical consistency, content
relevance, and detail richness)—thus mitigating inconsisten-
cies and over-reliance on surface features, and enabling the
model to leverage deeper logical guidance for more robust
reference-free financial misinformation detection.
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