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Abstract

Vision language models (VLM) demonstrate sophisticated
multimodal reasoning yet are prone to hallucination when con-
fronted with knowledge conflicts, impeding their deployment
in information-sensitive contexts. While existing research ad-
dresses robustness in unimodal models, the multimodal do-
main lacks systematic investigation of cross-modal knowledge
conflicts. This research introduces SEGSUB, a framework for
applying targeted image perturbations to investigate VLM
resilience against knowledge conflicts. Our analysis reveals
distinct vulnerability patterns: while VLMs are robust to para-
metric conflicts (~ 20% adherence rates), they exhibit sig-
nificant weaknesses in identifying counterfactual conditions
(< 30% accuracy) and resolving source conflicts (< 1% accu-
racy). Correlations between contextual richness and accuracy
rate (r = -0.368, p = 0.003) reveal the kinds of images that are
likely to cause hallucinations. Through targeted fine-tuning
on our benchmark dataset, we demonstrate improvements in
VLM knowledge conflict detection, establishing a foundation
for developing hallucination-resilient multimodal systems in
information-sensitive environments.

Code — https://github.com/CASOS-IDeaS-CMU/SebSub
Datasets — https://www.doi.org/10.1184/R1/28297076

Introduction

The proliferation of vision language models (VLMs) has
brought about significant advancements in multimodal rea-
soning capabilities, particularly within Visual Question An-
swering (VQA) systems that interpret image content and
respond to text-based queries. However, this raises concerns
of Al-generated misinformation and VLM hallucinations. Un-
derlying these concerns, the capacity of automated systems
to reason over knowledge conflicts presents a challenge for
information ecosystem integrity.

The relationship between knowledge conflicts, hallucina-
tions, and Al-generated misinformation has been well char-
acterized by frameworks for information disorder (Wardle
and Derakhshan 2017) and LLM hallucination (Huang et al.
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2025). For example, empirical investigations have found
that unimodal question answering systems are vulnerable
to knowledge conflicts between encoded parametric knowl-
edge and external contextual information sources (Neeman
et al. 2022; Longpre et al. 2022). However, the multimodal
research landscape (Liu et al. 2024b) lacks methodologically
rigorous investigation of cross-modal knowledge conflicts
(Xu et al. 2024).

Particularly in multimodal contexts where image ma-
nipulation is increasingly sophisticated (Tandoc, Lim, and
Ling 2018), the evaluation of model robustness under vi-
sual knowledge conflicts is well motivated. Accordingly, we
propose a visual knowledge conflict taxonomy with three
categories—source conflicts (between multiple contradictory
image sources), parametric conflicts (between knowledge
encoded in the model and image source), and counterfactual
conflicts (between the query and image source, such that the
query presupposes nonexistent visual elements). Grounded
in existing LLM hallucination taxonomy (Huang et al. 2025),
parametric conflicts correspond to “factual contradictions”
that can arise from over-fitting to training data, source con-
flicts correspond to “logical inconsistencies”—hallucinations
that represent failures in reasoning across multiple infor-
mation sources—and counterfactual conflicts correspond to
“extrinsic hallucinations”— the generated answer cannot be
verified using the given image source as key visual elements
have been removed.

To operationalize this taxonomy, we introduce SEGSUB
(Figure 1), a segmentation substitution framework for gener-
ating knowledge conflicts through image perturbations. For
source conflicts, we introduce contradictions between mul-
tiple information sources, creating scenarios that evaluate
multi-source reasoning capabilities (Figure 3). For paramet-
ric conflicts, we modify salient visual attributes of queried
objects, creating measurable inconsistency between expected
responses and visual evidence (as demonstrated in Fig-
ure 1). For counterfactual conflicts, we systematically re-
move queried objects while preserving contextual cues, cre-
ating ideal conditions for model hallucination (Figure 7a).
Applying this framework to WebQA (Chang et al. 2022),
VQAV2 (Goyal et al. 2017), and OKVQA (Marino et al.
2019), we generate a benchmark dataset comprising over
35,000 systematically perturbed samples.

The generated SEGSUB benchmark dataset can be used to






